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Overview
There is still a barrier to use of state-of-the-art methods
due to a steep learning curve, poorly or undocumented
legacy codes, and limited portability of codes and data.
These barriers are being lowered, and soon it will be inconceivable to use the simple approximate methods that
are now commonly used. Thus, the demand for highend computing will grow both by virtue of the frontier
problems becoming more and more computationally
intensive, and by virtue of the number of Earth scientists
requiring high-end computing.

Computational solid Earth science is an active and growing field spanning geophysics, geochemistry, and indeed
all of the solid Earth sciences. Computational science
works together with real-world data from experiments,
and seismological and geochemical observations, to help
build an understanding of past, present, and future Earth
system structure and behavior. As data become more
complex, and as modeling and simulations become more
realistic, the computational burden is growing faster
than the growth of available computing power. Many research programs are significantly slowed down by lack of
sufficient computing resources in this country. Planning
and budgeting are needed now so that the solid Earth
sciences do not fall further behind.

As an ad-hoc committee for the National Science Foundation (NSF), we have examined Earth science’s future
high-end computing needs and have outlined a plan that
would meet those needs. We have also analyzed the present state of high-end computing in the United States,
and compared it to the situation in the rest of the world.
We include in our study the needs for research group and
departmental clusters, as well as medium- and large-scale
resources for the solid Earth sciences community. One
of our principal conclusions is that to solve a large number of exciting scientific challenges in Earth science that
require high-end computation, three levels of hardware
resources are needed:
• A large, leading-edge national facility for Earth science.
A national facility for computational Earth science is
needed that is among the top facilities in the world.
Furthermore, this should not be a one-time purchase;
the facility should grow with time. A plan is needed to
keep this center on the forefront of computation.
• Mid-tier distributed facilities for computation and visualization web services. Ten regional computation, data
storage, and visualization clusters as platforms for web
services are needed. These machines should be on a
fast network, and configured with grid services. These
machines will provide the processing and visualization
backbone for the expected explosive growth in highend computing as sophisticated simulation codes transition to web services. The mid-tier would also serve
as general purpose mid-range compute platforms for

It is apparent that greater computational resources for
solid Earth science are needed at all scales, and are lagging significantly behind research requirements in the
United States. Additionally, the United States has fallen
behind in computational resources for solid Earth science compared with elsewhere in the world. The problem of limited computing power throughout the sciences
has been discussed in a number of reports (e.g., National Science and Technology Council, Committee on
Technology, 2004; NSF Blue Ribbon Advisory Panel on
Cyberinfrastructure, 2003; Ocean ITI Working Group,
2004; Simon et al., 2002). Planning for our computational requirements, and implementation of those plans,
must be ongoing for the United States to remain a top
player in science and technology.
Computation is of great importance in seismology,
geodynamics, hydrology, geochemistry, and mineral
physics. Many computations now can be done on desktop workstations or PCs because such machines continue
to double in capability about every two years. At the
same time, however, state-of-the-art computations in
these fields are growing in complexity faster than CPU
speeds increase, and many computations are no longer
tractable on desktop machines.
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for exciting research that should challenge the next generation of scientists.

jobs too large for available local resources. The existing
NSF centers would probably host some of these systems.
• Small to medium clusters or parallel machines for research groups and departments. A factor of 5 to 10
increase in expenditures per year from NSF’s Division
of Earth Sciences (to $1.5M to $3M) is needed for research group and departmental clusters. This is crucial
for education and training, code development, and
efficient production runs for suitable problems.

Software development is also a major issue for the future
of computational Earth science. A long-term commitment for funding collaborative software development
projects is required. The age of undocumented academic
codes that are specific to one or two research groups
is passing; however, to develop documented and wellstructured codes and libraries requires long-term funding for people to do such work. The recently funded
NSF program in Computational Infrastructure for
Geodynamics (CIG) is a start in this direction.

Challenges are not limited to hardware. Software is a
major issue, and resources are needed for community
software development and maintenance. Visualization
and data analysis are major bottlenecks in high-end computing and must be addressed. Education and resources
for the future generation of computational scientists are
also very important, as is computational environment.
Furthermore, the existence of hardware is not enough.
Policies that govern its use are also important, including
the allocation process.

Advanced visualization is becoming indispensable in
computational Earth science. Output data sets are enormous, and one must be able to manipulate, display, and
explore multidimensional data efficiently. We propose
distributed visualization servers that provide the needed
power to produce bitmaps from complex data and ship
these on the web to the end user interactively.
A growing area is grid computing, and the Earth sciences
community must be involved in this rapidly developing
area to make sure that the grid can be fully utilized by
the field. Solid Earth science differs from most current
applications of grid computing in that most computations require significant communication among processors—quite different from the flagship grid projects that
require little or no communication. A set of recommendations are developed for the Earth science grid.

A number of specific projects and research areas that
have used high-performance computing and that require
significantly more computational power to reach their
potential for quantitative understanding of real Earth
processes are summarized in this report. The examples
span a wide range of fields in solid Earth science. The
bulk of this report discusses these various computational
research areas and serves as a review of the current state
of these fields; it also indicates what greater computational resources would buy. Grand challenge problems
are needed to attract the imagination of young, ambitious researchers. These researchers will require combined talents in many fields, such as numerical analysis,
fluid dynamics, geological sciences, and information
technology. The projects described here represent areas

Lack of education in the field is a serious problem. This is
an extremely interdisciplinary field, and there is no standard course of study that will produce a well-rounded
computational geoscientist. Fellowships and curriculum
development are needed to help cultivate the field.
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Scientific Frontiers
A common feature to frontier computational problems
in Earth science is to do more-accurate simulations that
are closer to simulating the real Earth. In many areas,
sufficient resolution may now only be obtained in 2-D
simulations. Because new features appear in 3-D simulations, however, such simulations will be necessary to
understand the Earth. The key question is: What do we
need to do our science?

The need for high-performance computing is driven by
science. Frontier computational geoscience in the United
States only can be done if sufficient computational resources are available. If there is not enough investment
in computer infrastructure in the United States, cutting-edge computational research will move elsewhere.
In some cases, advances can be made by using better approximations (e.g., subgrid modeling), but to test these
models it is necessary to at least be close to the appropriate parameter space. In other cases, progress can be
made using simplifying assumptions, but much greater
computing power is needed to make simulations more
realistic and accurate. In geodynamics, it is highly desirable to have resolution suitable to study features such as
plumes and plates, but models with such resolution are
very computationally intensive, even when adaptive grids
are used. In modeling the magnetohydrodynamics of the
core, the parameter range appropriate to the Earth is not
yet accessible even with the fastest computers, but will be
accessible in the near future using a combination of even
faster machines along with new algorithms and software.
First-principles calculations of materials properties have
relied on the local density approximation or its relatives; however, for direct use as geophysical data, greater
accuracy is needed, which will increase computational
complexity by orders of magnitude. The integration of
geochemistry into geodynamics and vice versa will lead
to major increases in our understanding of the Earth, but
will require high-end resources. Earthquake and other
hazard predictions require sophisticated models, large
data sets, and high-end hardware.

We next highlight a number of frontier areas in computational solid Earth science. The examples range in computational requirements from medium to “grand challenge”
problems. In all cases, current computational resources
are barely adequate to inadequate. In each case, computational requirements are expected to grow rapidly.
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Computational Seismology
Seismic Wave Propagation

Seismic Tomography

Modern parallel computers and numerical algorithms
have facilitated the calculation of broadband synthetic
seismograms for fully 3-D Earth models (e.g., Komatitsch and Tromp, 2002a, 2002b; Chaljub et al., 2003;
Capdeville et al., 2003). On a modest PC cluster, one can
now calculate global synthetic seismograms at periods
of 20 seconds and longer that account for heterogeneity
in the crust and mantle, and effects of ellipticity, topography, anisotropy, attenuation, fluid-solid interactions,
self-gravitation, rotation, and the oceans. On the world’s
largest and fastest supercomputer (as of this writing), the
Earth Simulator at the Japan Agency for Marine-Earth
Science and Technology ( JAMSTEC), one can reach a
shortest period of 3.5 seconds. The largest simulations
involve 82 million finite elements, 35.4 billion degrees of
freedom, 7.3 TB of memory, and run at 10.4 TFLOPS—
roughly 30% of the peak performance (Komatitsch et
al., 2004). Such a simulation of the 2002 Denali earthquake (Figures 1 and 2) won the Gordon Bell Peak Performance prize in 2003 (Komatitsch et al., 2003). The
waveforms are generally in good agreement with observations, and better than those obtained from the spherical, one-dimensional Earth model PREM. This approach
will fundamentally change global seismology because
seismic waveforms are much more sensitive to details
of Earth structure than travel times alone. Effectively,
these 3-D efforts have resolved the forward problem in
long-period global seismology (i.e., for any 3-D Earth
model and a [finite] source model, seismologists can now
accurately predict associated ground motions). Global
seismologists routinely analyze seismic signals with a
shortest period of 1 Hz. The simulation of 1-Hz signals
would require access to a petaflop machine; seismologists
are well positioned to take advantage of such hardware as
soon as it becomes available.

The challenge now lies in harnessing these new-found
computing capabilities to enhance the quality of models
of the Earth’s interior in conjunction with improving
models of the rupture process during an earthquake. On
the face of it, this seems like a Herculean task because
hundreds or even thousands of model parameters are
involved in such inversions. In principle, the sensitivity of
seismograms with respect to model parameters may be
calculated numerically, but this would require a number
of forward calculations equal to the number of model parameters. By drawing connections among waveform tomography, adjoint methods popular in climate and ocean
dynamics, and time-reversal imaging, one iteration in
tomographic and (finite) source inversions may be performed based upon just two calculations for each earthquake: one calculation for the current model and a second, adjoint, calculation that uses time-reversed signals
at the receivers as simultaneous, fictitious sources (e.g.,
Tarantola, 1984, 1987, 1988; Akcelik et al., 2003; Tromp
et al., in press). As an example of an adjoint calculation
in the context of seismic wave propagation in sedimentary basins, Figure 3 shows the 3-D sensitivity kernel for a
compressional wave generated by the September 3, 2002
magnitude 4.2 Yorba Linda earthquake recorded by station DLA of the Southern California Seismic Network
(Zhao et al., in prep.). Adjoint capabilities have finally
opened the door to solving the full 3-D inverse problem
(i.e., the problem of using the remaining differences between data and predictions to improve source and Earth
models). Because hundreds of earthquakes are involved
in such inverse problems, and a typical forward calculation takes several hours, abundant, fast processors are
required to take on this revolutionary challenge.
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Figure 1. Snapshot of seismic wave propagation generated by the magnitude 7.9, November 3, 2002, Denali, Alaska, earthquake. Shown is the vertical component
of velocity. Note the large amplification of waves along the western coast of the United States. This simulation was performed on the Earth Simulator. From Komatitsch et al. (in press).
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Figure 2. Observed (black) and simulated (red) seismograms for the magnitude 7.9, November 3, 2002, Denali, Alaska,
earthquake (black star) recorded at stations (black triangles with 3- or 4-letter labels) in the Global Seismographic Network (GSN). Top: compressional waves. Bottom: shear waves. The length of the time series is 120 seconds. The massively
parallel calculation was performed on the Earth Simulator. The largest simulations involve 4056 processors, 82 million finite elements, 35.4 billion degrees of freedom, 7.3 TB of memory, and run at 10.4 TFLOPS. From Komatitsch et al. (2003).
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Figure 3. 3-D sensitivity kernels (bottom left: P, bottom right: sP) for a vertical-component seismogram (top left and right) recorded at Southern California Seismic
Network (SCSN) station DLA generated by the magnitude 4.2, September 3, 2002, Yorba Linda earthquake. The kernels are plotted in vertical cross section through
the earthquake source and receiver. The reference Earth model is the 3-D Southern California Earthquake Center (SCEC) Community Velocity Model (CVM). The Pwave arrival is indicated by the red line segment in the top left seismogram, whereas the surface-converted sP wave is indicated by the red line segment in the top
right seismogram. Changes to the CVM within the dark red or blue regions of the kernels affect the arrival time of P (left) or sP (right). These 3-D sensitivity kernels
form the basis of tomographic inversions for improved 3-D velocity models. From Zhao et al. (in prep.).

hazard research) will require greater and greater computational resources as models become more detailed,
approximations are relaxed, and predictions become
more specific. Some questions being tackled: Which are
the potentially devastating faults? When and how do
certain types of structures fail? How should buildings be
designed to reduce their potential for earthquake damage or collapse? Seismologists and engineers are currently
collaborating to quantitatively answer some of these
questions. These answers will substantially improve risk
assessment for buildings, dams, pipelines, power lines,
nuclear power plants, ocean drilling platforms, overpasses, tunnels, and other structures, and will result in
tangible benefits to corporations, municipalities, and
government agencies. Such simulations will also help
in predicting sources for tsunamis and, coupled with
oceanographic and hydrodynamic modeling, will allow
better planning.

Quantitative Seismic Hazard Assessment
Using high-resolution, 3-D models of sedimentary basins in conjunction with modern numerical methods
and parallel computing, seismologists are now able to
accurately predict ground motions that could cause major damage to buildings (e.g., Graves, 1996; Olsen et al.,
1997; Bao et al., 1998; Akcelik et al., 2003; Komatitsch
et al., 2004). Such a simulation won the Gordon Bell
Special Achievement prize in 2003 (Akcelik et al., 2003).
By simulating hypothetical but plausible earthquakes on
faults in and around sedimentary basins, seismologists
will be able to systematically assess seismic hazard by
feeding the results of these simulations into building response codes for a variety of engineered structures.
Seismic-hazard issues are a primary focus of the Southern California Earthquake Center (SCEC, http://www.
scec.org). The work of this center (and other seismic
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Multiple Earthquake Simulations
over several thousand years, to represent the cumulative
effect of aseismic slip and postseismic relaxation. An example of one such simulation is shown in Figure 4.

The problem of simulating multiple earthquakes in a
seismically active region is of great importance in evaluating seismic hazards, in understanding the interactions
between faults, and in improving our overall knowledge
of fault systems. The problem is quite difficult, however,
because of the multiple spatial and temporal scales involved. If we consider a region such as southern California, the spatial scale of interest might cover a region on
the order of 500 km x 500 km. Average recurrence intervals for significant earthquakes can range from years to
hundreds of years. These spatial and temporal scales are
typically represented using a quasi-static finite element
model (or a similar technique). These models are able to
represent the stress and deformation fields resulting from
long-term steady slip as well as time-dependent deformation following abrupt (coseismic) slip. To provide a good
simulation of the stress field, it is necessary to run the
model through many simulated earthquakes, typically

Studies such as those depicted in Figure 4 provide important insights into fault system interactions, but there are
some important missing features. The simulations shown
in Figure 4 were driven by far-field velocity boundary
conditions, which are unlikely to be a good representation of the true driving forces for this problem. The true
driving forces are likely to be considerably more complex, and there is undoubtedly a large contribution from
mantle convection. The spatial and temporal scales for
a regional mantle convection model are typically much
larger than those for the quasi-static model, which would
complicate the representation of both with the same
simulation code. Furthermore, convection models generally use an Eulerian (space-fixed) formulation while

Figure 4. Multiple earthquake simulation for the San Francisco Bay Area showing the predicted Coulomb Failure Function (CFF) difference immediately before and
after the Loma Prieta earthquake, using the stress state immediately before the 1906 earthquake as a reference. Far-field velocity boundary conditions were applied
and the model was run through several thousand years of simulated earthquakes on the San Andreas fault. The other faults in the region were not explicitly included in the simulation, although predicted CFF differences were projected onto them. Maxwell power-law viscoelastic rheology was used to represent time-dependent
stress relaxation. From Williams (1994).
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ing integrated into the framework could be coupled to
simulate multiple earthquakes. Although much work
remains before these simulations are possible using GeoFramework, the ability to couple codes has already been
demonstrated, as shown in Figure 6.

quasi-static solid deformation models are usually based
on a Lagrangian (material-fixed) formulation. Another
shortcoming of this model is the lack of realistic fault
behavior during an earthquake. For this simulation, the
fault was simply locked and unlocked at the appropriate
times and locations. A more reasonable approach would
be to include static and kinematic frictional behavior;
however, this would still not capture the dynamic effects
during earthquake occurrence. Such effects cannot be
represented with a quasi-static code.

Inversions
Although a forward model such as the one described
above should provide important insights into fault system behavior, the ultimate goal is to use observations
to constrain the parameters controlling the simulation.
There are a huge number of parameters involved, and
detailed sensitivity analyses will need to be performed
prior to any inversion attempts. There should be sets of
observations suitable for constraining each of the models. For example, we might expect the predicted surface
velocity field of the convection model to be consistent
with shear-wave splitting results (Figure 7). The parameters controlling fault friction are extremely important
when evaluating seismic hazards. These parameters
control both the initiation of seismic rupture (quasistatic model) as well as the subsequent dynamic rupture
process (rupture propagation model). Constraints on
these parameters should be provided by surface geodetic
observations and observed seismic waveforms, in con-

Representation of Different Scales Using Code
Coupling
As noted above, it would be difficult to represent the different spatial and temporal scales for this problem using
a single modeling code. This difficulty could be overcome
with a suitable mechanism for coupling simulation codes.
Such an effort is already underway with the development
of the GeoFramework (http://www.geoframework.
org)—a framework and a set of modeling tools specifically developed for problems in Earth sciences. GeoFramework makes use of the Pyre simulation framework
(http://www.cacr.caltech.edu/projects/pyre), which was
designed to solve multi-scale problems in physics. As an
example, Figure 5 shows how three codes presently be-

Figure 5. Example of how three codes presently being integrated into the GeoFramework could be coupled for multiple earthquake simulations. Boundary conditions
from a regional mantle convection model could be transmitted to a quasi-static deformation modeling code. When the quasi-static code detects conditions indicating earthquake occurrence, the stress and deformation fields are passed to a dynamic rupture propagation code, which performs the dynamic computations. Once
the dynamic computations are completed, the perturbed stress and deformation fields are passed back to the quasi-static code, which then continues the simulation.
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Figure 6. Example of code coupling using the GeoFramework (E. Choi, October, 2004). For this problem, Pyre
was used to couple a regional mantle convection
code (CitcomS) to a long-term lithospheric deformation code (SNAC). Arrows represent the
velocity field from CitcomS and the spherical
structure represents a hot blob. Within the
domain for SNAC (blue mesh), the color field
represents strain rate. The outer core is shown
as an orange globe.

Figure 7. Shear-wave splitting observations
used by Silver and Holt (2002). Bars with a
solid circle in the center were used to infer
orientation of movement between the
mantle and the lithosphere. Observations
such as these could be used to constrain
a regional mantle convection model. Reprinted with permission from Silver and
Holt (2002). Copyright 2002 AAAS.
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junction with computed source locations, mechanisms,
and moment magnitudes. Projects such as EarthScope
(http://www.earthscope.org) should provide a wealth of
such observations. In some cases, sufficient information
is available to determine the spatial and temporal distribution of slip for an earthquake (e.g., Landers [Wald and
Heaton, 1994]), providing much tighter constraints for a
rupture propagation model.

Hardware and Software Requirements
Each of the proposed modeling tools will likely require a
moderate to large cluster to perform each portion of the
complete simulation. Thus, a fairly large cluster (probably 200+ nodes) would be necessary to perform a single
forward simulation at moderate resolution. To perform
an inversion, more nodes are needed, but bandwidth is
no longer an issue so separate clusters could be used for
each forward model.
The large scale combined with the high resolution needed for accurate simulations will require fully parallelized
versions of all the modeling codes as well as the framework used for coupling them. It is also desirable that the
software be portable and freely available. In addition to
adapting the codes to couple with each other, they will
also need to be tightly integrated with meshing and visualization software, and there should be a straightforward
user interface. Some of the necessary facilities are already
available within the GeoFramework and others are under development. To perform an inversion, it is desirable
to have a high-level scripting language that can control
simulations on multiple platforms or clusters. Pyre includes an MPI-enabled version of Python that is suitable
for this purpose.
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Mantle Convection
Going up to a high-enough Rayleigh number to observe
a transition in convection style is a grand challenge. We
need to go to a Rayleigh number between 1010 and 1012 to
detect such a transition, as has been found in high-resolution, 2-D simulations. Such a high Rayleigh number
requires a grid of at least 2500 x 2500 x 2500 grid points.
Attacking this problem requires the combined expertise
of geophysics, information technology, and fluid dynamics. Visualization and advanced data analysis is crucial
for interpreting the results.

Mantle convection is recognized now to be the driving
mechanism of plate tectonics. It governs the Earth’s thermal and chemical evolution and involves both thermal
and compositional transport. Mantle-convection processes act over multiple scales because of the many nonlinearities in the system, such as from rheology and sharp
compositional gradients.
Some grand challenge problems in mantle convection of
immediate relevance are (1) three-dimensional convection with increasingly high Rayleigh number (Vincent
and Yuen, 2000; Yuen et al., 1999; Yuen et al., 2000), (2)
thermal-chemical convection with multi-components
(Gerya and Yuen, 2003; Gerya et al., 2004), and (3) faultzone dynamics along plate margins with realistic rheologies (Regenauer-Lieb and Yuen, 2003).

Thermal-chemical plumes from subducting slabs or from
the core-mantle boundary must be treated as multi-component systems. One efficient method for handling this
situation is to employ tracers for describing the evolution
of the many chemical constituents being carried by the
convective velocity field. Up to one billion tracers have
been employed to study the dynamics of thermal-chemical plumes at subducting slabs in two dimensions down
to resolution of a football field (Figure 9); at least 100

Figure 8 shows the temperature and streamlines of high
Rayleigh Ra number (Ra =108) convection carried out
with a grid resolution of 400 x 400 x 400 grid points.

Figure 8. High Rayleigh number (Ra =108) base-heated convection, temperature fields describing hot plumes (yellow) and cold downwellings (blue) are shown along
with the streamlines (white streaks). Computation was carried out with 400 x 400 x 400 regularly spaced grid points. Figure courtesy of D.A. Yuen, F.W. Dubuffett,
and E.O.D. Sevre.
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complexity of the thermal and chemical influences of
this phase transition, increased spatial resolution and
compute power is required. Undulations of this phase
boundary will require a greater fidelity in our ability to
track its complicated trajectory. Much greater computational power than is now available will be needed to
unveil the intricate dynamics associated with this novel
phase transition because of its importance in understanding the thermal-chemical evolution of the mantle and its

billion tracers would be needed to achieve a resolution of
several hundred meters in 3-D configuration. A similar
number of tracers are also necessary for volcanology.
The increase in the degree of nonlinearity and complexity in mantle convection has recently been accelerated
by the discovery of the post-perovskite phase transition
at the base of the lower mantle inside the bottom thermal boundary (Murakami et al., 2004a ). Because of the

Figure 9. The different plume dynamics showing both mixed and unmixed plumes emerging from the subducting slab in a two-dimensional model. Each
color represents a distinct chemical component of the oceanic lithosphere and crust. Over 500 million tracers were used in portraying the chemical fields.
Only a fraction of this is displayed here. A resolution of several hundred meters is attained in this simulation. For details see Gerya and Yuen (2003). Figure
courtesy of D.A. Yuen, T. Gerya, and M. Rudolph.
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1997; CitcomS – Zhong et al., 2000; MC3D – Gable et
al., 1991). The recently funded CIG effort (see page 50)
will help produce a new set of open, well-documented,
tools based on robust methods that will make use of
today’s architectures. In addition, new methodologies are
needed which could be crucial to success on the architectures that are coming online (e.g., BlueGene/L).

coupling to the core. Ten to a hundred billion tracers will
be needed to track all of the thermal-chemical transport
processes in the Earth’s upper and lower mantle.
Shear zones between plates represent another important
class of problems, which have relevance for a range of
times scales, from plate tectonics to earthquake dynamics. The strong nonlinear thermal-mechanical feedback
along with the influence of chemistry has made this multiphase flow situation into a problem that also requires
extremely high resolution down to a scale of meters over
a regional scale of tens of kilometers. This shear-zone
problem involves multiple scales in both time and space,
spanning at least five orders of magnitude in both directions. A successful solution of this problem is still reachable within the next decade with a grid of 3000 x 3000 x
500 points. Each computation for each of these problems,
conducted with the above resolutions, would require one
week of wall clock time on 64 processors (IBM Power4)
and many such simulations would be required to further
our understanding.

3-D Mantle Convection: Examples Based on
Current Codes
CitcomS: A Rayleigh number 107 problem, the low end

of the range applicable to the Earth’s mantle, requires a
minimum of 128 elements in the radial direction. For
uniform grid spacing at the surface, CitcomS requires 12
spherical shells of 256 × 256 elements—roughly 100-million elements for the entire grid. Current experience has
been limited to calculations with approximately 3 million elements, so we have to extrapolate to get to bigger
problems. A 3-million element calculation on a 24-CPU,
2.4-GHz Xeon cluster takes 40 seconds per time step for
thermal convection. With the same number of CPUs, but
scaling to the 100-million element grid, the same calculation would take about 30 minutes for one time step. If we
suppose that the code scales linearly with the number of
processors (the solver is based on Multi-Grid so this isn’t
a bad assumption), the 100-million element grid would
still take 1 minute on 720 CPUs. Typically, models need
at least 50,000 time steps, which would require 45 days on
a 720 CPU cluster. In general, one run is not sufficient to
test a hypothesis; it is not uncommon to consider 5 to 10
computations. For 2-D problems, the results of 50 to 100
computer simulations are often compiled and synthesized
in order to understand the process under investigation.

The combination of mantle convection with mobile,
dynamically evolving plates has been a grand challenge
problem since at least the 1980s. In many ways the
problem is more computationally difficult today than
it appeared to be in the 1980s because researchers are
now realizing that they need to consider complex rheologies with plasticity (e.g., Tackley, 1998; 2000; Bercovici,
2003), which requires enhanced grid resolution and/or
grain-size-dependent rheology (e.g., Solomatov, 2001) or
the effect of water on rheology (e.g., Hall and Parmentier, 2000). Additionally, there is a growing realization
that plate motions can couple to the deep mantle, even
on short time scales (Lowman et al., 2001; 2003; 2004).
There are several parallel 3-D mantle convection codes
that run on clusters and are, to a greater or lesser degree,
available to the community (TERRA – Bunge et al.,

MC3D: MC3D is a hybrid spectral-finite difference code

that has been extensively benchmarked (Travis et al.,
1990; King et al., 1992). Although it is not able to solve
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ing the past 100 million years, the Earth witnessed such
significant events as the creation and destruction of large
areas of the ocean floor. This is illustrated by tectonic
reconstructions of the lithosphere over the past 120 million years, a time period for which reliable plate reconstructions are available (Figure 10).

problems with large variations in viscosity, the mobile
plate formulation and speed relative to other available
methods make it an attractive tool for a certain class of
problems. Calculations involving 14 million nodes are
performed routinely on 8-32 IBM Power 2 processors
(King et al., 2002; Lowman et al., 2004). Each calculation, roughly 5000 to 10000 time steps, takes in excess of
280 hours of wall-clock time on 8 IBM Power 2 processors (i.e., 280 x 8 hours of CPU time). The grid used in
routine problems should be expanded by a factor of three
in each of the horizontal directions and double the radial
resolution, giving approximately 250 million nodes. This
would enable the study of plate geometries where one of
the model plates is approximately the size of the Pacific
plate relative to the depth of the box. This large mesh
would require 280 to 400 hours of wall-clock time on
256 Power 2 processors. A new algorithm under development for evolving plate boundaries in MC3D will triple
the number of computations needed for each time step
in order to allow the plates to evolve freely. Significantly
more computational power is needed to resolve these
plate-mantle coupling problems.

Oceanic lithosphere is the upper thermal boundary
layer of mantle convection. Unfortunately, our relatively
detailed reconstructions of past plate motion are not
matched by equivalent knowledge of the flow history in
the underlying mantle. It has long been suspected that
changes in surface plate motion are accompanied by
changes in mantle flow. Although there have been efforts
over the past 20 years to comprehend the flow history of
the Earth’s mantle, we still lack a rigorous understanding
of past mantle flow even for the Cenozoic and Mesozoic.
There are numerous important reasons for trying to
model the flow history of the Earth’s mantle. Continental platform stratigraphy and marine inundations are
controlled in large part by time variations of the Earth’s
dynamic topography in response to mantle convection.
African topography is entirely consistent with a convecting mantle. Important evidence for deep-mantle
circulation comes from paleomagnetic observations of
so-called “True Polar Wander” (TPW), defined with
respect to some global reference frame (e.g., hotspots or
no net lithospheric rotation). In addition to the TPW
problem, there is yet another reason to attempt to better
understand the flow history of the Earth’s mantle. Recent
magnetohydrodynamic simulations of the core suggest
the geodynamo is sensitive to variations in core-mantle
boundary (CMB) heterogeneity. It appears plausible that
the great stability of the geodynamo in the mid-Cretaceous occurred in response to heterogeneity variations
at the CMB associated with Mesozoic mantle convection. Although these examples illustrate the influence of

Inverse Whole Earth Mantle Convection
Mantle-Plate Coupling

Mantle convection is a time-dependent process as evidenced by the large-scale reorganizations of plate motions observed in geological reconstructions of the lithosphere. The breakup of Gondwanaland, the long-lived
southern super-continent that had been in existence for
more than 400 million years by the time it rifted apart
early in the Cretaceous, offers one of the best examples
to study the large-scale dispersal of continental plates.
For oceanic lithosphere, a casual inspection of past platemotion maps reveals that similarly dramatic surface
velocity variations occurred in the ocean basins. In fact,
even during the late Mesozoic and Cenozoic, that is, dur-
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Figure 10. A sample reconstruction of coupled mantle convection and plate tectonics.
As a test case, an assumed configuration (a)
is integrated forward 100 million years. The
end state (b) is assumed to be a true representation of the Earth’s interior at the present
time. In (c), the reconstructed present-day
plate motions are imposed at the model the
Earth’s surface. The assumed present state (b)
plus plate motions (c) drive the inversion to
recover the true initial state (a), in this test
problem. In a future study, the state of the
Earth’s present interior density-temperature
structure will be taken from seismic tomography, and the imposed surface tectonic plate
motions will be time-dependent, following
reconstructions for the past 100 million years.
From Bunge et al. (2003). Reprinted with
permission, Blackwell Publishing Ltd.

that mantle convection is uniquely determined by an initial condition some time in the past.

mantle convection on the evolution of our planet, they
also demonstrate clearly that we cannot hope to investigate these events without a better knowledge of the temporal character of mantle flow. We can understand why
it is difficult to infer mantle flow at some previous time
by recalling that convection is an initial value problem
in addition to being a boundary value problem, implying

Adjoint Fluid Dynamic Inverse Theory

The generalized inverse of mantle convection is derived from a variational approach to data assimilation
(see Bunge et al., 2003). The data are from the present
state of the Earth’s interior as determined from seismic
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conditions. An auxiliary set of equations (the adjoint
equations) are then solved backward in time. A convolution of the forward and adjoint solutions provides the
derivative of the objective function with respect to the
unknown initial conditions at every computational grid
point in the Earth model. Using this derivative, we can
update the initial guess to obtain a better approximation
to the true initial conditions. The adjoint equations can
be solved using the forward model, but with modified
source/sink terms and homogeneous boundary conditions. The adjoint equations provide a very efficient
means of computing the objective derivative; just one
forward solution and one backward-in-time adjoint
solution provide the derivative value at millions of grid
points. After each iteration, we have a better approximation to the true initial state. After many iterations
(roughly 100), little improvement is obtained from
further iteration, and the process is terminated. The
solution of the inverse mantle convection problem then
requires approximately 200 to 250 times the computer
time of a single forward simulation.

tomography and plate motions reconstructed for the
past 100 million years. The goal is to recover the initial
condition of the Earth’s interior state (i.e., the Earth’s
internal state at 100 million years in the past) that, when
integrated forward in time through the mantle convection model, best matches present-day seismic data and
plate reconstructions.
The conventional least squares process for optimizing
parameters of a non-linear model to fit data involves using a forward model repeatedly; the number of cycles
(forward models) required for convergence is typically at
least 5 to 10 times the number of parameters. This procedure requires the derivative of the model with respect
to all of the parameters. A forward model is needed for
each parameter in order to obtain the derivative. The
number of parameters needed to describe 3-D convection is large, so a very large number of forward solutions
would be needed. Each forward model, however, is very
computationally intensive in itself. The process of fitting effectively forms an inverse of the forward problem.
This generalized inverse presents a formidable computational challenge and is not easily solved in practice for
geodynamics. In addition to simply matching a set of
data, there is the problem of smoothness of the parameter
set. The smoothest, most robust set of parameters that
provides a fit of the model to the data set is desired. Fortunately, a new technique has been developed that uses a
set of adjoint equations arising naturally from the calculus of variations. The new technique reduces the number
of forward models needed to obtain the derivatives of the
model from N+1 (where N is the number of parameters)
down to just two. This method gives an efficient, although
still computationally challenging, solution algorithm.

Inverse Convection Modeling with the TERRA Code

Convection within the Earth’s mantle is modeled with
the TERRA code (Bunge and Baumgardner, 1995). This
code solves for momentum and energy balance of mantle
convection at infinite Prandtl number (no inertial forces)
in a spherical shell, with the inner radius being that of
the outer core and the outer radius corresponding to the
Earth’s surface. TERRA uses a finite-element representation and a multigrid approach for solving the elliptic
operator associated with the momentum balance. Computational expense scales optimally with the number
of grid points. Discretization is based on an icosahedral
grid, providing an almost uniform triangulation of the
sphere, allowing avoidance of the pole problem of conventional latitude-longitude grids. The associated regular
data structure is well suited for modern parallel comput-

The computational procedure for solving the inverse
problem is an iterative one: the forward model is computed for some initial guess at the (unknown) initial
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primary difference is in the surface linear features seen in
the southern hemisphere of Figure 11e but not 11f.

ers and can readily be mapped onto distributed processor
arrays such as in Beowulf PC clusters via domain decomposition and explicit message passing ( J. Baumgardner,
personal communication).

This surface discrepancy may be related to the fact that
the surface plate field used to “spin up” the problem to
create the initial condition is different from the plate
motion field used in the inversion.

The TERRA code has been run in the forward-only
mode recently at full Earth Rayleigh number on the Japanese Earth Simulator. TERRA ran on 512 vector processors (1/10 of the Earth Simulator), for a total speed
of about 2 TFLOPS. A total of 671,100,000 grid points
were used in the simulation, providing, for the first time
ever, a fully resolved global model of the Earth’s mantle at
a resolution of 15 km at the Earth’s surface.

Figure 12 compares the total mismatch error for the
adjoint inverse solution and the error when a naïve
backward solution algorithm is used. The error is approximately 10 to 20 times smaller when using the
mathematically rigorous generalized inverse algorithm.
The error is still decreasing after 100 iterations, but most
of the gain occurs in the first 50 iterations for the initialcondition curve, and in about 25 iterations for the present-day “data’.” Examination of the spatial distribution of
initial condition error indicates that it is concentrated in
the surface boundary layer.

There is not sufficient computer power available for
an inverse simulation using the correct Earth Rayleigh
number. To date, solutions have used a considerably
smaller grid, approximately 10,000,000 grid cells, and
have required 100 iterations, each involving a forward
and an adjoint solution of the mantle convection plus
plate motion system for 100 million years of problem
time. The Rayleigh number in this simulation is about an
order of magnitude below the actual value for the Earth.
This consumed one month’s time on a 144-processor
Beowulf system. With a petaflop system, this problem
could be run for the correct Earth Rayleigh number in
approximately 1 or 2 days.

Rather than a trial-and-error approach, this study uses
an efficient adjoint formulation, and is the first to present a mathematically rigorous solution to this whole
Earth mantle convection inverse problem.
If a petaflop resource were available routinely, we could
use TERRA to:
• model in detail the uplift and subsidence history of
the continents resulting from mantle dynamics and
compare the model to vast store of observational data
syntheses of geology and geophysics.
• Perform inversion for thermal structure of the Earth
at full resolution, back to 100 Myrs +, using presentday Earth structure from seismic tomography and reconstructed tectonic plate motions.

Figure 10 explains the data used in a test-case simulation.
Figures 11 and 12 show the results of the test-case inversion. Starting from a simple, homogeneous temperature
structure at 100 million years ago (Figure 11a) as a first
guess at the true initial state (shown in Figure 10a), the
adjoint inverse algorithm improves the initial state and
ends with an approximation (Figure 11) that is reasonably close to the true initial condition (Figure 10a or 11e).
The internal temperature structure compares well; the
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Figure 11. This figure shows the
improvement in resolution of the
unknown initial condition made by
the inverse adjoint algorithm. The
initial condition state (left column)
is integrated forward in time by
the TERRA code to produce the
present-day temperature distribution (right column). On the first
iteration, our guess at the initial
condition (a) leads to a presentday prediction (b) that is not very
close to the actual present-day
condition. The starting point (c)
and end point (d) show significant
errors throughout the mantle.
After 100 iterations, the algorithm
has greatly improved the “guess” at
what the initial condition must be
(e) to generate a good approximation (f) to the present-day structure. The error in the starting point
(g) is now greatly reduced, and
the error (h) in the present-day
prediction is essentially gone—the
inverse algorithm provides an initial condition (e) that successfully
predicts, via the TERRA code, the
correct present-day temperature
structure. From Bunge et al. (2003).
Reprinted with permission, Blackwell Publishing Ltd.
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Multi-Scale Modeling: Geodynamics, the CoreMantle Boundary, and Mineral Physics

15

The recent discovery of the post-perovskite phase transition under deep mantle, high-temperature conditions
(Murakami et al., 2004a) has offered a great opportunity
for both computational mineral physicists and geodynamicists to work together (Figure 13). This phase
transition, occurring close to the core-mantle boundary
surely controls the dynamics of the geodynamo and the
heat-flow into the overlying mantle. The geodynamic
and chemical consequences of the phase transition are
spatially and temporally multi-scale. On the microscale,
shear-deformation mechanisms produce transient
pressure gradients to drive local fluid-like flow. For the
mesoscale, internal boundary-layer flow is important,
while the macroscale is a whole-mantle convection problem. Figure 13 shows how micro-, meso- and macroscales
interact with each other while maintaining their own
unique level of importance. The figure illustrates the
macroscale driving the microscale processes by inducing
deformation into D”. As a result, there is a hierarchy of
scales, each influencing the other with communication
across all scales. Figure 13 also shows the highly integrated and important feedbacks considered to link the physical properties, geochemistry, deformation and mantle
dynamics. The microscale modeling requires detailed
knowledge of the elastic properties of the post-perovskite
phase that can be gained through the use of ab initio molecular dynamics simulations.
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Figure 12 (a) Error between the true solution and the solution obtained through the generalized inverse algorithm
described in Bunge et al. (2003). The solid curve indicates
the error between the true and the approximated initial
condition as a function of adjoint iteration number, and
the dashed curve represents the error in the actual and
predicted present-day temperature structure. (b) Corresponding curves are shown for a naïve backward-intime approach. The naïve backward approach does not
enjoy the mathematical justification that the generalized
adjoint inverse algorithm has, and the error is at least an
order of magnitude larger. From Bunge et al. (2003). Reprinted with permission, Blackwell Publishing Ltd.
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Figure 13. Three key length scales and physical processes associated with the post-perovskite phase transition. (1) Microscale: Shear-induced viscoelastic matrix deformation and core liquid entrainment in D”. (2) Mesoscale: New post-perovskite phase properties using ab initio calculations,
plus modeling of the D” layer using the shallow water equations. (3) Macroscale: Superplume initiation coupled with radiative heat transfer close
to the core-mantle boundary (CMB). (Shallow-water equations: approximation to the full 3-D equations, except covering over a shell.) Figure
courtesy of N. Peford, D.A. Yuen, and T. Rushmer.
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Geodynamo Simulations
by much smaller plumes that break off from the boundary layers and interact with each other in the bulk of the
outer core without the influence of the boundaries.

What Can Now be Done
Our understanding of the geodynamo (i.e., how the geomagnetic field is maintained by convection in the Earth’s
fluid outer core) has improved significantly over the past
decade with the advent of dynamically self-consistent 3D computer models of the geodynamo (Figure 14). The
first published solutions in 1995 of simulated magnetic
fields similar in structure and time dependence to the
Earth’s field (at the surface), and the first simulated magnetic field reversal, motivated several research groups
around the world to develop similar geodynamo models.
Publications in 1996 of presumed evidence from seismic
studies of the super-rotation of the Earth’s solid inner
core supported the prediction made in a 1995 publication based on geodynamo simulations and generated
more excitement in both the scientific and lay communities.

Strong (high Reynolds number) turbulence can be
simulated on the computer in two dimensions where
sufficiently high spatial resolution is possible because of
the lack of the third dimension. In such simulations, the
viscosity (and the thermal and magnetic diffusivities) can
be lowered three to four orders of magnitude relative to
that in current 3-D simulations. These 2-D simulations
cannot teach us about the geodynamo, but they give us
insight to how different the flow structures and time
dependencies are for strongly turbulent convection compared with laminar convection. The differences are significant and they would likely also be significant in three
dimensions. This difference strongly suggests that the
flow and field structures currently generated in the cores
of 3-D geodynamo models may be far from what exists
in the Earth’s core.

Although many geodynamo simulations have been produced over the past decade by several research groups
(e.g., Glatzmaier and Roberts, 1995; Kageyama et al.,
1995; Jones et al., 1995; Kuang and Bloxham, 1997; Kida
et al., 1997; Busse et al., 1998; Christensen et al., 1998;
Sakuraba and Kono, 1999; Katayama et al., 1999; Hollerbach, 2000) because of limitations in computer resources,
all simulations have been forced to specify a viscosity for
the modeled fluid that is orders of magnitude larger than
even a turbulent viscosity. Consequently, all simulations
of core convection have been laminar instead of strongly
turbulent, which is likely what exists in the Earth’s core.
In other words, although the simulated flow is time dependent, the thermal plumes have dimensions similar
to the dimensions of the fluid core and typically stretch
from the inner core boundary (ICB) to the core-mantle
boundary (CMB). Turbulence, however, is characterized

What is Desired
Much finer spatial resolution is needed in 3-D geodynamo simulations to reduce the specified (turbulent) viscous and thermal diffusivities by at least three orders of
magnitude. This reduction would make these diffusivities at least no larger than the actual magnetic diffusivity of the liquid iron in the Earth’s core. Note that these
diffusivities would still be much larger than the molecular diffusivities of the fluid and so would represent the
mixing done by turbulent eddies that are too small to be
numerically resolved. The major improvement would be
that the resolved flows would now be turbulent instead
of laminar and thus much more realistic.
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Figure 14. Snapshot of the magnetic field
simulated with the Glatzmaier-Roberts
geodynamo model using a spatial resolution of 145 radial levels, 144 latitudinal
levels, and 144 longitudinal levels. The
field is illustrated with magnetic lines of
force that extend out to two Earth radii.
The field is intense and complicated
inside the model’s fluid core, where convection and rotation generate it. Outside
the core, the field structure is dominated
by the dipole. The evolution was simulated for roughly one million numerical
time steps, which took almost a year of
computing on 24 processors of a Linux
cluster. Simulations have been run with
resolution of roughly 300 x 300 x 300 on
128 or 256 processors in order to specify
somewhat more-realistic parameters.
These higher-resolution runs have been
done at NSF supercomputing centers, but
far fewer time steps can be simulated because of the time the 12-hour incremental jobs sit in the queue waiting to run.

measurements and observations. Understanding of how
the Earth’s magnetic field is generated would likely take
another giant step forward.

It should be emphasized that we are not talking about
an incremental improvement in the accuracy of geodynamo simulations, but potentially being able to achieve
a fundamentally different, more-realistic understanding of the dynamo mechanism in the Earth’s core. The
results from a turbulent geodynamo simulation may
likely be very different than what we see in our current
geodynamo simulations. New discoveries would undoubtedly be made and predictions would motivate new

What it Would Take
The current 3-D geodynamo models have a spatial resolution of about 200 x 200 x 200 grid points or spectral
modes; actually most have been run with much less reso-
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lution. Either one runs at very coarse spatial resolution
but for millions of numerical time steps to, for example,
capture spontaneous magnetic dipole reversals—or one
maximizes the spatial resolution to improve the accuracy
of the simulation, but can then only afford to simulate a
short period of time.

cal resolution by at least an order of magnitude in each
of three dimensions usually also requires the numerical time step to be decreased by an order of magnitude
because of the Courant condition. One thousand times
more grid points or spectral modes are needed and tens
times more time steps (for the same simulated time).

Even the highest spatial resolution employed to date in a
3-D geodynamo model has been insufficient for simulating turbulent convection. What is needed is a resolution
of at least 2000 x 2000 x 2000 grid points. This type of
resolution has been obtained in “decaying turbulence”
calculations, but the additional physics and complications of the geodynamo problem increases the computational requirements for this resolution.

Most of the current geodynamo codes are already written for parallel supercomputers; the next generation
codes will need to run on many more processors to
obtain the desired increase in resolution. Currently, geodynamo codes run on either massively parallel supercomputers at national centers, which typically requires jobs to
wait in queues for long times (sometimes two weeks) before running a maximum of 12 hours. Hundreds of these
jobs need to be run sequentially (i.e., the output from one
job serves as the input for the next) to make one geodynamo simulation.

The 2-D turbulent simulations have been run typically
for 2000 x 4000 grids (Figure 15). Increasing the numeri-

Figure 15. Two snapshots of entropy in 2-D simulations of magneto-convection. One has large viscosity and thermal conductivity, which results in large-scale laminar
flow, characteristic of current 3-D geodynamo simulations. The other has viscosity and conductivity one thousand times smaller and results in strongly turbulent flow,
which is more realistic for the Earth, and should be explored with a 3-D geodynamo model. These 2-D simulations have spatial resolution of 2000 x 4000 levels, which
is what is required to be able to run with a small enough viscosity to simulate strong turbulence. Until this becomes possible in a 3-D geodynamo simulation, we will
not really understand the basic mechanism that generates the geomagnetic field. It would require an Ekman number of about 10-9 instead of the 10-5 that can currently be achieved, and would require at least a resolution of 2000 radial (Chebyshev) levels, 4000 latitudinal levels, and 4000 longitudinal levels—that is, roughly 1000
times more grid points than are currently feasible. The smaller time step required for this finer spatial resolution would increase run lengths by another factor of ten.
This type of calculation may be possible on the Earth Simulator if one were able to use the entire machine for a substantial amount of time. Short test simulations at
about one-tenth of this resolution on simpler convection problems have been conducted in the solar physics community. The geodynamics community could significantly push back the frontier with a large state-of-the-art supercomputer.
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Computational Mineral Physics
Most first-principles calculations for problems relevant
to the solid Earth use density functional theory (DFT),
which relates ground state properties (in which we are
mostly interested in solid Earth science) to electronic
charge density. Commonly used are the Local Density
Approximation (LDA, the “standard model” of solid
state physics), which assumes the many-body electronic
interactions are the same as in a uniform electron gas at
each point in the material, or the Generalized Gradient
Approximation (GGA) in which gradients in the density
are included. These calculations are often very reliable.

Computational mineral physics has made important
contributions to our understanding of the solid Earth
(Bukowinski, 1994; Hemley and Cohen, 1996; Stixrude
et al., 1998). Examples include predictions of elastic
constants (Karki et al., 2001a), phase transitions (Cohen, 1992; Cohen, 1987a; Cynn et al., 1990; Marton and
Cohen, 1994), diffusivity (Ita and Cohen, 1997, 1998),
and viscosity (de Wijs et al., 1998), at high pressures and
temperatures. Computational mineral physics spans
the range from empirical potential models to complex
electronic structure calculations with few essential approximations, and covers the entire range of Earth materials, from aqueous fluids and fluid solid interactions to
silicate melts and crystalline oxides, silicates, and metals
for temperatures ranging from 0 to 7000 K and pressures
from 0 to over 350 GPa.

Elasticity
Seismology measures the travel times of acoustic waves
and the frequencies of free oscillations, and uses these
data to build models of the Earth’s velocity structure. To
relate these models to the Earth’s mineralogy and composition, it is necessary to know the elastic constants of
candidate minerals as functions of pressure, temperature,
and composition (Karki et al., 2001a). Elastic constants
at high pressures and temperatures are very difficult to
obtain experimentally. It is even difficult to accurately
constrain the thermal equation of state under the temperature and pressure conditions of the deep Earth from
experiments alone. Theory has provided important
constraints on the equation of state (Marton et al., 2001;
Karki et al., 2000; Oganov et al., 2001a) (and thus the
bulk modulus, the elastic constant that governs compressive strain), and computational theory provided the
first estimates of elastic constants in MgSiO3 perovskite
(Cohen, 1987b) even before experimental measurements were available at zero pressure (Yeganeh-Haeri
et al., 1989; Yeganeh-Haeri, 1994). Theory has provided
constraints on the effects of iron on its elastic constants
(Kiefer et al., 2002), and has given better predictions
of elastic constants at the pressure (Karki et al., 2000)
and temperature conditions of the Earth’s lower mantle

Theoretical mineral physics uses atomistic and electronic modeling to interpret, predict, and understand the
behavior of minerals, their phase transitions, and their
interactions with other minerals and fluids as functions
of pressure and temperature. The properties of minerals
and rocks that are important in all geology and geophysics ultimately arise from the fundamental interactions
and electronic bonding among atoms. The state-of-theart in theoretical mineral physics uses first-principles
methods. First-principles methods use no experimental
input other than the nuclear charges (i.e., the atom
types) and sometimes crystal structure. There is also still
a role for classical empirical potential models that are fit
to experiments, especially in studying complex molecular interactions at ambient conditions, such as occur in
biological and biogeochemical systems. Potential models
are increasingly being fit to first principles calculations
rather than to experiments, increasing the fundamental
basis and predictive power of such simulations.
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that may dominate the lowermost mantle (D’’), and is
now being used to help constrain its properties (Matyska
and Yuen, in press; Murakami et al., 2004a; Tsuchiya et
al., 2004). First-principles DFT computations have verified the existence of a phase transition from perovskite
to CoIrO3 structure in MgSiO3 at pressures corresponding to the lowermost mantle (84 GPa [LDA] or 99 GPa
[GGA] at 0 K) (Oganov and Ono, 2004).

(Karki et al., 2001b; Oganov et al., 2001b; Marton and
Cohen, 2002). The analysis of Marton and Cohen (Figure 16), for example, shows that the observed seismic
velocities and density of the lower mantle are consistent
with a pyrolite composition (i.e., the same composition as
the upper mantle) and an adiabatic temperature gradient
(Marton and Cohen, 2002).

Phase Transitions
First-Principles Molecular Dynamics
First-principles calculations have been used to predict
phase transitions in SiO2 (Cohen, 1992) (Figures 17 and
18) and Al2O3 (Cohen, 1987a; Cynn et al., 1990; Marton
and Cohen, 1994; Thomson et al., 1997), later confirmed
by experiments (Kingma et al., 1995; Funamori and Jeanloz, 1997; Lin et al., 2004). Computation played an important role in the discovery of the post-perovskite phase

The above-mentioned calculations can be done with
workstations or small clusters. However, computation of
finite temperature properties or first-principles molecular dynamics (MD) simulations, which are required to
obtain dynamical information, sometimes require more
than one million times additional computing power. At

Figure 16. Comparison of predicted
P, bulk, and S sound velocities and
density for pyrolite composition
along an adiabatic geotherm for
the lower mantle, compared with
models based on travel-time and
free oscillation data. The lines are
computed using non-empirical
molecular dynamics for MgSiO3
and MgO plus experimental data
for the effects of iron for a pyrolite
composition lower mantle (lower
line is density, and upper two lines
are the P and S wave acoustic velocities, derived from theory and
experiment by Marton and Cohen
[2002]). The dots are from the seismological model ak135-f and the
squares are from the seismological
model PREM.
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a minimum, they require a teraflop computing platform.
Needless to say, there have been few such computations
to date (Oganov et al., 2001b; Brodholt et al., 2002;
Schwegler et al., 2001). Fully self-consistent first-principles MD simulations of complex silicate melt and melting relations will take petascale capabilities, even within
the LDA. In first-principles MD, one computes the forces on each atom, and propagates their positions forward
in time based on Newton’s law, solving the electronic
quantum problem at each time step. To obtain transport
properties such as diffusion (Ita and Cohen, 1997, 1998)
and rheology from MD requires long run-times and large
systems, and are extremely computationally intensive to
converge. To date, most such simulations have used potential models, but more reliable results will be obtained
using first-principles molecular dynamics, which will require tens of teraflops to compute diffusion constants.

Example: Iron in the Earth’s Core
One of the most active areas in first-principles mineral
physics is for properties of the Earth’s core (Steinle-Neumann et al., 2003). The Earth’s core consists of a liquid
iron outer core containing a light element, surrounding

Figure 18. Raman frequencies of stishovite (SiO2) and poststishovite (CaCl2 structure) as functions of pressure. Symbols
are spectroscopic symmetry labels. Lines (solid, dashed, and
dotted) are the predicted frequencies. The points are the
experimental measurements. The transition is indicated by
the change in the B1g mode from softening (decreasing in frequency) to hardening. The transition was predicted some years
before its measurement. This study showed that theoretical
predictions for even subtle structural changes are quantitatively accurate and reliable for Earth materials. From Kingma
et al. (1995).

Figure 17. Valence charge density computed using LAPW for SiO2 stishovite.
Two isosurfaces are shown for the charge density, in green and yellow. The large
objects are the oxygens, and the small spheres are silicons. The oxygen ions are
elongated towards the three surrounding silicons. This figures illustrates that
first-principles methods make no assumptions about the charge density; it is
computed from quantum physics. All the properties of a material, such as the
elastic constants, depend on charge density.
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expansivity and thermal equation of state can be computed quite accurately (Figure 19).

a solid inner core that is mostly pure iron. One of the
main initial efforts was to determine the crystal structure of iron in the inner core because all other properties
depend on studying the proper crystal structure. There
was much speculation that body-centered cubic (bcc)
iron was the inner core crystal structure, but calculations
showed that bcc iron is elastically unstable at high pressures, and hexagonal close packed (hcp) is the most likely
structure at inner core conditions (Stixrude and Cohen,
1995a). Recent first-principles MD simulations show
that bcc is mechanically stabilized at the high temperatures of the inner core (~6000 K), but is still less stable
than hcp (Vocadlo et al., 1999, 2000). The stability of
hcp at high pressures and temperatures is consistent with
experiments (Shen et al., 1998; Hemley and Mao, 2001).

Increasing Accuracy: Beyond LDA and Quantum
Monte Carlo
Another computationally demanding problem for computational mineral physics is to obtain greater accuracy
than is possible with the LDA or GGA. As mentioned
above, there is a discrepancy between LDA and GGA
in the predicted phase transition pressure for MgSiO3
perovskite. Typical errors are a few percent in volumes
(densities) and 10% to 20% in elastic constants. Geophysics needs more-accurate predictions to test seismological
models as input to geodynamics. Geochemistry needs
accurate energies for solid-fluid molecular reactions and
absorbtivities, for example. New, more-accurate methods are much more computationally demanding: new
density functional methods that include exact exchange,
and quantum Monte Carlo (QMC) methods that are,
in principle, almost exact (there is an assumption about
the nodes of the many-body wave function). QMC, in
particular, is likely to be the method of the future unless more accurate DFT methods are developed. Table 1
shows very promising results obtained using the Casino
code for crystals.

Seismology shows a very surprising feature of the inner
core—it is very anisotropic. Sound waves travel much
faster along the Earth’s rotation axis through the inner
core than in equatorial directions. Computations of the
elastic constants of hcp iron under core density (but performed at zero temperature—without anharmonic thermal contributions) showed anisotropy that agreed with
the seismic observations if the inner core was almost
perfectly aligned hcp iron (Stixrude and Cohen, 1995b),
but anharmonic effects may change this. Figure 19 shows
the computed phonon densities of states computed using full potential LMTO linear response, which directly
give the harmonic phonon frequencies within LDA for
bcc and hcp iron. Agreement with experiment is excellent. Using these results, it is straightforward to compute
the quasiharmonic free energy versus volume (linear
response computations as a function of strain have been
performed as well). At least two orders of magnitude
increase in computing power are required to fully answer the question of the importance of anharmonicity
on elasticity in iron under core conditions. Nevertheless,
geophysically important quantities such as the thermal

Currently, QMC is not tractable for many problems appropriate to Earth science, such as complex solid solutions. A key problem is that we are interested in accurate
properties as functions of temperature. There are two
main types of QMC: path integral and ground state. The
latter allows for very accurate computation of energies
at zero temperature, but forces and other properties
remain difficult. The former allows computation of hightemperature properties, but in this case, high temperature means over 10,000 K at the present time. However,
lowering the temperature of path integral Monte Carlo
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Figure 19. The calculated phonon
density of state (DOS) of bcc (a) and
hcp (b) Fe at different volumes (lines)
agrees well with experiment (dots).
The calculated thermal expansivity of
bcc (c) and hcp (d) Fe are also in reasonable agreement with experiment,
and the discrepancy in bcc Fe above
room temperature are be attributed
to magnetic fluctuations, which have
not been accounted for in the current
calculations. Calculations were done
using the full potential LMTO linear
response code of Savrasov (1996).
Experiments (dots) shown are Klotz
and Braden (2000), Mao et al. (2001),
Gray (1972), Grigoriev and Meilikhov
(1997), and Duffy and Ahrens (1993).
Figure from Sha and Cohen (2004).
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is simply a matter of computing time, so it should be
possible to obtain results at geophysically relevant temperatures with much-enhanced computing time. A more
likely scenario in the next decade is to obtain ground
state, zero temperature properties using ground state
QMC, and then to obtain the thermal contribution from

Table 1. Comparison of Diffusion Monte Carlo (DMC) and experimental cohesive energies (eV/atom) for different materials. 104. From Towler (2004).

Method
LDA
DMC
Experiment
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Si
5.28
4.63(2)
4.62(8)

Ge
4.59
3.85(2)
3.85

Diamond
8.61
7.346(6)
7.37

NiO
10.96
4.720(5)
4.725

DFT. For geophysically relevant phases, this will still
require large-scale computing capabilities that are not
presently available in Earth science.

and chemical partitioning among phases. One approach
to treat the strong local exchange effects is the LDA+U
method, which properly gives wüstite as an insulator at
zero pressure and predicts metallization at high pressures (Gramsch et al., 2003). These calculations, though
much more computationally demanding than LDA,
still contain significant approximations. A next-step approach is dynamical mean field theory (DMFT), which
requires a factor of 100 or more in computational complexity, but has been successfully performed to study
zero temperature phases (Poteryaev et al., 2004). Full
QMC simulations of the metal insulator transitions in
transition metal ion-bearing minerals will require still

Minerals containing transition metal ions such as ferrous
iron remain problematic for LDA and GGA, and for all
first-principles methods. FeO (wüstite), for example, is
an antiferromagnetic insulator at zero pressure; however,
it may become low spin and metallic at high pressures,
though conventional band theory makes them insulators (Cohen et al., 1997, 1998). Transition metal ions
such as ferrous iron display complex bonding (Figure 20)
and thus must be treated accurately to predict elasticity

Figure 20. Computed charge density
for FeO within the Local Density Approximation, with spherical ions subtracted. The colors represent the spin
density, showing the antiferromagnetic
ordering. The strong d-lobes on the
irons are apparent, and strongly effect
elastic and partitioning behavior.
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another large factor because multiple electronic, magnetic, and structural configurations will need to be included. Fortunately, even LDA gives reasonable, though
not as accurate as desired, energetics for transition metal
oxides (Isaak et al., 1993), and LDA+U is a reasonable
first approximation to higher-order effects. Experiments
on wüstite (Kantor et al., 2004; Murakami et al., 2004b),
magnesiowüstite (Kondo et al., 2004), and iron-bearing perovskite (Li et al., 2004) are showing changes in
magnetic properties that could greatly affect their elastic
properties and conductivity. Now more than ever a theoretical understanding of iron in minerals is needed to
help interpret these results.
In summary, the computational requirements for mineral physics are expected to grow substantially as first-principles molecular dynamics and more-accurate methods
are developed and applied to minerals.
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The Current Role of Computation in Molecular Geochemistry
are then fed into physical experimental investigations of
complex mineral-water interfaces (Phillips et al. 2000;
Fenter et al., 2000; Wesolowski et al., 2000; Boily et al.
2001) and theoretical chemical thermodynamic description of sorption phenomena (Hiemstra et al., 1996;
Sverjensky and Sahai, 1996; Felmy and Rustad, 1998;
Criscenti and Sverjensky, 1999). The molecular modeling
computer experiment forms the infrastructure by which
the measurement of the extent of water dissociation on
Fe2O3 in a high-vacuum environment can help constrain
the speciation of chromate on FeOOH. Without molecular modeling, such a connection is not possible.

Interfacial Geochemistry
The chemistry of the Earth’s surface is dominated by
mineral-water interactions, including processes that affect water quality, weathering, and adsorption or release
of biological nutrients and environmental contaminants.
Current conceptual understanding of the molecularlevel structure of the solvated mineral-water interface
is still in a fairly primitive state. The arrangements and
reactivities of individual surface functional groups, the
role of the electric double-layer, the specific adsorption of electrolytes, and possibly even the usefulness of
describing the surface in terms of functional groups are
open and important questions that drive the bulk of current research in mineral-water interface geochemistry
(Brown et al., 1999).

Reactivity at Mineral-Water Interfaces
The next step in molecular geochemistry will be to use
computational methods as a means of exploring and
defining the relationship between structure and reactivity in mineral-water interfacial systems. Until we
can achieve dedicated, sustained petascale computing
coupled closely with advanced visualization capabilities,
structural complexity will deter our understanding of
mineral-fluid interactions. Quantum chemistry computations have shown so far that simple ideas used previously, such as surface oxide coordination number and
bond lengths, are not sufficient to understand the surface
acidity of particles, for example. Knowledge of crystallographic relationships on the surfaces comprising crystals
are of little use in predicting surface charging, which is
key to absorption of species on mineral surfaces. Rather,
charge accumulation is governed by favorable solvent
dielectric response at acute edges of surfaces (Rustad
and Felmy, in press). The implication is that surface
roughness on length scales of 1 to 100 nm can play an
important role in determining energetics and kinetics of
fundamental processes involving mineral-fluid reactions
(Rustad et al., 2004a, 2004b).

Computational molecular models of mineral structure,
aqueous speciation, and surface reactions are capable of
providing crucial insights into the behavior of these interactions. Currently, research is focused on a systematic approach to building molecular models that can be applied
as a forward modeling technique to characterize aqueous
speciation at complex interfaces. This systematic approach is common to several large-scale molecular modeling groups doing geochemistry (Wang et al., 2003; Cygan et al. 2002; de Leuuw and Parker, 1998; Harris et al.,
2003; Chialvo et al., 2000; Liu et al., 2003). The approach
draws from a wide variety of research on gas phase clusters (Wang et al., 2001), aqueous solutions (Tuckerman
et al., 2002; Chen et al., 2002), X-ray crystallographic
studies (O’Neil Parker et al., 1997; Allouche and Taulelle
2003; Rowsell and Nazar, 2000), calorimetric studies of
the energetics of low-T minerals (Laberty and Navrotsky,
1998), and ultra-high vacuum interfaces (Henderson et
al., 1998, Trainor et al. 2002), and brings the results of
these studies together in a common framework through
computer experiments. These computer experiments
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Dedicated petascale computing capability will allow simulations to achieve truly realistic system sizes. The idealized crystallites in aqueous solution simulated so far are
about an order of magnitude too small in characteristic
length (three orders of magnitude in volume) compared
with natural particles. Even the idealized small crystallites are currently just within reach of the terascale computing capabilities on, for example, the MSCF at Pacific
Northwest Laboratory’s Environmental Molecular Sciences Lab. Petascale computing is therefore necessary to
tackle realistic systems.
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Propagation of Shock Waves in Geologic Media
Geologic media are multi-layered, with different layers
having different shock-wave propagation characteristics.
Faults and discontinuities often intersect the layers, thus
rendering most geologic settings three-dimensional for
the purpose of wave-propagation simulations. Among
the parameters of interest in shock-wave propagation
problems are peak stress and peak particle velocity,
and resolving them requires small cell size at the shock
front. Additionally, problems of interest usually involve propagation distances of hundreds of meters. The
three-dimensional nature of the problem, coupled with
the requirements for high resolution and long propagation distance lead to simulations that require high-end
resources. A recently performed 3-D simulation of the
Baneberry underground nuclear test is described below
as an illustrative example. Limitations in problem size
coupled with memory and storage requirements make it
practically impossible to routinely perform 3-D simulations like this without dedicated access to significant
resources on the largest and most modern platforms currently available.

counted for in the 2-D simulations could have had an
important influence on the eventual containment failure
of the Baneberry event.

Baneberry, a 10-kiloton nuclear event, was detonated at
a depth of 278 m at the Nevada Test Site on December
18, 1970. Shortly after detonation, radioactive gases
emanating from the cavity were released into the atmosphere through a shock-induced fissure near surface
ground zero. Extensive geophysical investigations, coupled with a series of 1-D and 2-D computational studies
were used to reconstruct the sequence of events that
led to the catastrophic failure. However, the geological
profile of the Baneberry site is complex and inherently
three-dimensional, which meant that some geological
features had to be simplified or ignored in the 2-D simulations. This left open the possibility that features unac-

The simulation helped establish a new capability to
simulate underground test containment in three dimensions, thus making it possible, for the first time, to accurately represent complex geologic features in the simulation. Comparison of the results of the study (see Figure
20) with available data, and with the results of the previous 2-D computational studies provided new insight into
the cause of the Baneberry containment failure.

To address this issue, a new study was undertaken (Lomov et al., 2003). The study encompassed 3-D high-fidelity simulations based on the most accurate geologic
and geophysical data available. The simulations were
performed in GEODYN, an Eulerian Godunov code
with adaptive mesh refinement. GEODYN has been
used to simulate problems involving the interaction of
shock waves with geologic media. Among its features,
the code includes high-order interface reconstruction,
and advanced constitutive models that incorporate many
phenomenological features of the dynamic response of
geologic media. The simulation included ~40 million
zones, and required ~40,000 CPU hours to complete,
thus making it the largest simulation of its kind. The
simulation was performed on MCR, which, at the time
of the simulation, was among the five largest computers
in the world (Table 2).
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Table 2. Computing platform capabilities and statistical data for the GEODYN simulation of the Baneberry event.

MCR: Multiprogrammatic Capability Cluster

Statistical Data for the Baneberry Simulation

No. of CPUs

2304

Domain Size

~1 km

CPU Speed

2.4 GHz

No. of cells

~40 million

Memory

2 Gb/CPU

No. of time steps

~3000

Disk Space

225 Tb

Simulated real time

~1 s

Operating System

Linux

Simulation time

~40,000 CPU hours

Required storage

~3 Tb

(a) Pressure isosurface

(b) Damage map

Figure 20. Pressure isosurface (a) and damage map from the 3-D Baneberry simulation. The pressure isosurface plot illustrates the lack of spherical symmetry in
the cavity region due to medium layering and nearby faults. The damage map (b) shows three damaged regions (a weak clayey region in the vicinity of the working point, the faults, and a cone-shaped spalled region near surface ground zero) connected to one another, thereby forming a continuous damaged region that
connects the source to the surface fissure where the radioactive release was first detected just after the test.
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Three-Dimensional Simulations of the Chicxulub Impact Event
A series of simulations of asteroid impacts into a target
designed to resemble the pre-impact Chicxulub stratigraphy were performed (Gisler et al., 2003): kilometers
of calcite sediment overlain by a few hundred meters of
water, and underlain by the granitic continental crust and
mantle. The volatility of the target materials at the pressures of impact is responsible for the worldwide climatic
devastation that ensued upon this event, and it is therefore important to use good equations of state for this
material, and to resolve the projectile-target interaction
appropriately (Figure 21).

In the fossil record of the history of life on Earth, there
are several events of catastrophic mass extinctions (Pierazzo and Melosh, 2000), defined as the sudden demise of
half or more of the biological families then in existence.
The most recent of these events is the Cretaceous-Tertiary (K/T) boundary event, defining the end of the
Cretaceous period and the beginning of the Tertiary
(Morgan et al., 2000; Pierazzo et al., 1998). Mounting
evidence points compellingly to an asteroid impact as the
cause of this great extinction event: the worldwide iridium anomaly, soot deposits in the K/T bedding plane,
the Chicxulub crater in the soft sediment of the Yucatan
Peninsula, and tsunamic deposits in the Caribbean and
North America, all dated to the same time as the boundary in the fossil record—65 million years ago. To cause
the observed damage, this impact event evidently had an
energy in the range of a hundred million megatons.

The hydrocode used for these calculations is the SAGE
code from Los Alamos National Laboratory and Science Applications International Corporation. This is an
Eulerian code for compressible hydrodynamics with continuous adaptive mesh refinement, with the capability of

Figure 21. Upper left: Seven seconds after a 10-kilometer diameter granite asteroid strikes the Earth, billions of tons of very hot material are lofted 50 km into
the atmosphere. This image is a perspective rendering of a density isosurface
colored by material temperature (0.5 eV = 5800 K). Upper right: 42 seconds
after impact, the turbulent material interior to the debris curtain is still being
accelerated upward by the explosion. Lower left: Two minutes after impact, the
debris curtain has separated from the rim of the still-forming crater as material
in the curtain falls to the Earth. Simulation is for an impactor approaching at
45° angle, the most probable angle for impacts (Gilbert, 1893).
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1 million CPU hours over the course of these runs. The
adaptive mesh included up to a third of a billion computational cells.

treating multiple fluids with different equations of state
and constitutive models for material strength. SAGE is
part of the Crestone Project in X-2 and X-3, and was
developed under the Department of Energy’s program
in Advanced Simulation and Computing (ASC). It uses
continuous adaptive mesh refinement (CAMR); the
decision to refine the grid is made cell-by-cell and cycleby-cycle continuously throughout the problem run.
Refinement occurs when gradients in physical properties
(density, pressure, temperature, material constitution)
exceed user-defined limits, down to a minimum cell size
specified by the user for each material in the problem.
With the computing power concentrated on the regions
of the problem that require higher resolution, very large
computational volumes, and substantial differences in
scale, can be simulated at low cost.

In very-high-energy impact events, not only is the rock
vaporized, it is also dissociated into different constitutive
chemical compounds, and in some cases is ionized. This
physics (and chemistry!) is not included in these simulations, but should be. Reactive (dissociation and recombination) flow physics could be incorporated, but at some
considerable cost in terms of computational resources.
The strength model used is among the simplest possible:
elastic-perfectly plastic with yield strength, pressure
hardening, and failure. The advantage of a simple model
is that few parameters are required, and because few are
available for geological materials, in some respects it is
the best we can do at this time. However, because key
observables in geologic impact cratering include the formation and distribution of tektites, the refilling and congealing of the final crater, and faulting in the surrounding
medium, it is clear that more-sophisticated strength and
damage models are needed.

Validation and verification for the SAGE code is accomplished through a suite of analytical test problems
that are executed by the code team weekly in a regression
against changes in the code, and changes in the operating systems and computing environment for the various
platforms on which the code is regularly used.

Applying the code to other geologic scenarios that involve mobilization of rocks (e.g., volcanic eruptions and
landslides) will guide us in the appropriate implementation and validation of these models.

The impact of a stony asteroid of 10-km diameter and
15 km/s velocity into Chicxulub stratigraphy can easily inject 1.5 trillion metric tons of target material into
the stratosphere, with significant consequences to global
climate. The bulk of the energy of the event goes into
vaporization and melt of the target and projectile material; the injection of thermal energy into the troposphere
(at less than 10 km altitude) is maximized at low angles
of impact.
The simulations were run on the new ASCI Q computer
at Los Alamos National Laboratory—a cluster of ES45alpha boxes from HP/Compaq. Generally, runs were
on 1024 processors at a time, and used a total of about
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Response of Underground Structures
LDEC, a 3-D massively parallel code developed at LLNL
to simulate the response of underground tunnels and
structures to dynamic loads, was used to perform simulations of unprecedented scale to evaluate the response
of a deeply buried tunnel complex in a jointed geologic
medium (Morris, 2004). LDEC represents the rock mass
using a large number of polyhedral blocks that interact
at their points of contact according to experimentally
validated contact force laws. Facilities of interest may be
hundreds of meters across within fractured rock masses
where individual blocks may be much less than a meter
in size. Even modeling a portion of such facilities requires millions of computational elements.

The facility was subjected to loading from a near-surface
explosion, resulting in collapsed portions of the tunnels
(Figure 22).
This modeling approach represents a fundamental
change in the way simulations of large-scale underground structures are performed. By directly simulating
the discrete, blocky nature of rock masses, LDEC takes
a fundamental approach to simulating the behavior of
these systems while limiting the number of empirically
derived model features. This approach is analogous to
the application of molecular dynamics where complicated results observed in simulations are emergent consequences of a large system with relatively simple, fundamental laws at work at the small scale.

The simulation was performed on THUNDER, which
at the time of the simulation was the second largest
computer in the world. The simulation is the largest of
its kind to date and included a detailed facility spanning
approximately 50 m with multiple tunnels and junctions.
The fracture spacing in the rock was 30 cm, resulting in
a computational domain of ~8 million polyhedral blocks
and ~100 million computational elements (Table 3).

Table 3. Computing platform capabilities and statistical data for the LDEC simulation of an underground tunnel complex.

THUNDER Computing Resource
No. of CPUs

4008

CPU Speed

1.4 GHz Itanium 2

Memory

2 Gb/CPU

Disk Space

200 TB

Operating System

Linux

Statistical Data for the Underground Tunnel
Complex Simulation
Domain Size

~50 m

No. of computational elements

~100 million

No. of time steps

~500,000

Simulated real time

~1 s

Simulation time

~500,000 CPU hours

Required storage

~2 TB
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Figure 22. Sequence of snapshots showing the progressive collapse of a section of the tunnel complex where an access drift intersects one of the main functional
areas of the facility.
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Computational Hydrology
The community is in need of new tools or facilities that
provide (1) increased operational speed (petascale computing in the range of 1015 operations per second, (2) increased memory and storage (exabyte storage and shared
access memory provide a billion gigabytes of storage),
and (3) increased network speed (terabit networks provide one trillion bits per second).

The response of catchment states (primarily soil moisture) and fluxes (evapotranspiration, runoff) to precipitation is known to be controlled by the spatial variability
of soil, topography, and vegetation at sub-meter spatial
scales. Because explicit representation of spatial variability at these spatial scales is prohibitively computationally
intensive, these effects are almost always parameterized
in hydrologic models. Yet, the physical basis for these
parameterizations (i.e., their relationship to soil grainwater-air interactions, and the role of fractured porous
media) is poorly understood, a situation that can only be
resolved by modeling experiments that explicitly resolve
these spatial scales.

Another computing challenge faced by hydrologists to
which petascale computing is applicable is spatially distributed hydrologic modeling, in the context of coupled
land-atmosphere prediction at the mesoscale (e.g.,
watersheds and/or regions with areas 104 km2 and up).
Although grid resolutions of 5 km on a side or less seem
necessary for atmospheric simulations to represent the
convective storms and high-relief topography that are
common in semi-arid regions, grid sizes of well less than
100 m are needed to represent the spatial variability of
soils and vegetation (as well as precipitation) that control
runoff generation. Models of the regional water balance
generally require high resolution because they are meant
to support analysis of fine-scaled processes like land-use
change, soil moisture distribution, localized groundwater recharge, and soil erosion. Applications of spatially
distributed hydrologic models have been constrained
by insufficient computational power and availability of
parameters to populate these models. High-performance
computing and petascale machines provide an opportunity to enhance spatial and temporal resolutions in
hydrologic models that operate in a stand-alone mode or
are coupled with atmospheric codes to address the societal-relevant question that has been posed.

The landmark work of Alan Freeze in the late 1960s first
attempted to represent explicitly, at the hillslope scale,
the effects of subgrid scale spatial heterogeneity (Freeze
and Harland, 1969). This work was only possible, even
for a simple hillslope, using IBM’s advanced computing
facilities. While the availability of computing resources
to today’s hydrologic researchers far exceeds the demands of Freeze’s hillslope model, the requirement to
simulate larger domains, for longer periods of time, and
to represent the coupled land surface water and energy
balances creates a computing demand that cannot be satisfied given today’s computing resources. Furthermore,
the problems being addressed by hydrologists today—
which have to do, for instance, with the effects of climate
variability and change on water resources, and the role of
vegetation and land cover change—have created a need
for models applicable to much larger spatial scales, and
longer temporal scales.
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For example, Table 4 presents analyses of high-resolution
hydrologic simulations on an SGI Origin 2000 cluster.
RAMS is the Regional Atmosphere Modeling System,
which provides the weather data for coupled simulations.
It can be seen from this table that a surface hydrology
model with only two vertical layers requires as many
operations per time step as the atmospheric code. The
addition of models that simulate the subsurface domains
(vadose and saturated zones), sediment transport, and
biogeochemical processes will increase the computational demands for the hydrologic models.

Table 4. Computational requirements of atmosphere/land surface simulations for the upper Rio Grande.

Machine speed
(operations/second)
Basin size (km2) –
Upper Rio Grande
Duration of simulation
Resolution
Number of grid cells
Number of vertical layers
Floating point operations
per grid cell
Simulation time step
Total number of operations

A number of trends are developing in assessing hydrologic systems that will enhance the need for high-performance computing. The assimilation of the large data
streams that are becoming available from remote sensing
to constrain models and enhance forecast necessitate fast
computing because of the large data sets and the model
inversion step. The incorporation of more social science
elements, which is a basic tenant of the NSF Complex
Environmental Systems Initiative, leads to the potential of agent-based models for human response similar
to those that have been used in transportation system
studies (see http://www.transims.net/ for an analogous
approach). Finally, the complexity of hydrologic and hydraulic systems means that simulation is one way to obtain some understanding and measurement approaches.
Computational fluid dynamic (CFD) approaches are
being used to simulate the three-dimensional flow in
rivers to understand shear and turbulence effects under
different topography and boundary conditions found in
natural channels.
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RAMS
1014

Surface
Hydrology
1014

92,000

92,000

1 year
1 km
92,000
50
200

1 year
100 m
9,200,000
2
100

1 second
3 x 1016

1 minute
4 x 1016

Massively Parallel Simulation of In Situ Bioremediation
cies and associated reactions at each node at each time
step. This example is not huge in terms of number of
nodes, but it is large in terms of computational runtime
required because of the chemical/biological reaction system. For the biogeochemical reactions, a full mechanistic
treatment of chemistry is provided to accurately model
dechlorination of groundwater contaminants such as
TCE (trichloroethylene) and PCE, including complete
redox disequilibrium and pH inhibition effects on microorganisms. Hammond (2003) was able to provide a
new degree of reality in modeling this process that was
not possible previously. Moving the computer codes to a
parallel system greatly facilitated the study. Simulation
required about 3.35 hours on the Los Alamos ASCI QSC
using 512 (of 1024) HP-Compaq AlphaServer processors
(approximately 1 TFLOP). From memory considerations
alone it would not be possible to perform this calculation
on a single-processor machine. Barring memory limitations, the calculation would have required several months
of CPU time on a single processor running with the same
clock speed as an ASCI QSC processor. While massively
parallel simulations require expensive hardware to perform, nevertheless, compared to the cost of cleanup of a
contaminated site, they could potentially save billions of
dollars through improved understanding of the attenuation processes that are involved.

Massively parallel computation enables numerical solution of problems that would otherwise not be possible
with a single or even a modest number of processors.
With parallel computation comes the ability to model
systems with increased geochemical complexity and to
obtain higher resolution. With parallel computation one
can incorporate multi-scale processes through multiple
interacting continua, and include more tightly coupled
nonlinear processes (e.g., thermal, hydrologic, chemical
and mechanical). The faster turnaround from parallel
computation allows the exploration of a greater parameter space and of more scenarios.
There are a number of problems in Earth sciences involving subsurface reacting flows that require massively parallel computational resources (Hammond et al., 2002).
These problems generally necessitate simulations in three
spatial dimensions and involve multiphase, multicomponent geochemical systems (Lichtner et al., 1996). Typical
simulations might involve 10 to 100 chemical degrees
of freedom on a grid of one million nodes. Multi-scale
processes involving multiple continua (e.g., fracture-matrix interactions) would require an additional order of
magnitude or more in the number of degrees of freedom.
Examples include modeling CO2 sequestration in the
subsurface, migration of radionuclides at the Nevada Test
Site resulting from underground nuclear tests conducted
decades ago, leaks from tanks containing highly radioactive fluids at the DOE Hanford facility, evaluation of
suitable locations for disposal of high-level nuclear waste
based on process-level models, and evaluation of various
remediation strategies of subsurface contamination.

On a petaflop system, more realism can be added to the
representation of the porous medium. In particular, instead of assuming a uniform soil, a stochastic representation of permeability, mineral composition, and porosity
can be assigned, and Monte Carlo simulations over the
range of properties can be computed. Further, microbial
ecology can be added. Microbes do not live in isolation
in a soil, but in communities, typically in biofilms on soil
grains, interacting with thousands of other species. Some
of these interactions are competitive, some are predatory,
and some are cooperative. Inclusion of these interactions
will provide a more realistic multi-scale model of contaminant degradation processes.

HERTZ (halorespiration enhanced redox transition
zone) technology is an example of remediation of groundwater contaminants through the action of indigenous
microbes that can fortuitously co-metabolize toxic
chemicals. HERTZ simulations have been performed
recently (Figure 23). These model 3-D porous flow on
about 1,000,000 grid nodes, and 50 to 100 chemical spe-
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In Situ Bioremediation Simulation

Figure 23. PCE and TCE are used in many industrial processes, such as degreasing of metals and in dry-cleaning fluid, and they are the main
organic contaminants in the subsurface. Certain species of microbes in soil can degrade these common organic contaminants. The reaction
chain for complete breakdown of PCE is PCE --> TCE --> VC --> DCE --> Ethylene + Cl, where these symbols represent: PCE = tetrachloroethylene, TCE = trichloroethylene, VC = vinyl chloride, DCE = dichloroethylene, Cl = chlorine, NAPL = non-aqueous phase liquid. pH is a measure
of how acidic (pH < 7) or basic (pH > 7) the soil’s pore water has become. Concentrations are in units of molarity (M).The top left figure
shows initial conditions, in which there are two blocks of soil contaminated with PCE. Water flow is horizontal and constant, and from left
face towards the right face, so that plumes seen in the remaining images are moving downstream. The remaining images show the distribution of by-products in the reaction chain at the end time of the computer simulation. Cl is an indicator of complete breakdown of PCE Figure
courtesy of G. Hammond.
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The Need for
More Computer Hardware
closer to the speed of human thought so that the researcher can vary parameters and approximations on
the fly, and immediately explore and understand the
behavior of the model at hand.

There have been a number of major studies of hardware
and advances needed for scientific computing (e.g., National Science and Technology Council, Committee on
Technology, 2004; NSF Blue Ribbon Advisory Panel on
Cyberinfrastructure, 2003; Ocean ITI Working Group,
2004; Simon et al., 2002). These studies have made the
argument that to significantly advance science, more
computer resources are needed for:

4. Platforms for parallel code development. New codes
and algorithms must be designed and tested, and this
is usually a time-consuming and intensive process that
may take up a large part of a computational project. It
is simply impossible to develop efficient modern code
in a slow batch environment. Much development of
serial algorithms can be done on PCs, but developing,
comparing, and studying parallel methods for maximizing efficiency requires a local cluster.

1. More-realistic simulations. Realistic simulations
require finer meshes and longer simulation times;
include more-realistic properties and boundary conditions; and reduce the number of approximations. This
is necessary to solve problems for the real Earth.

5. Training and education. Local clusters are also needed
for training of students and post-docs. The use of preinstalled codes on national facilities does not give the indepth training necessary for students to learn how to use
codes in any way other than as black boxes.

2. Enabling more small and medium problems to be conducted. Sufficient computing power for running many
small or medium jobs, an often overlooked need, is
required for studying large-dimensional parameter
spaces. Little or no communication is needed, except
in analysis of results. The lack of sufficient small- and
medium-size machines changes many problems from
tractable to intractable simply because the studies
would take more than a graduate student or post-doctoral lifetime to perform.

Considering these needs, we conclude that three levels
of facilities are needed. For the lower tier, increased
funding for small to medium clusters is needed for code
development and training. A top-tier facility is needed
for frontier studies. This frontier facility cannot take the
place of all current computational facilities, because if
you divide a machine more ways, it simply reduces the
power available per user. The net result would be that
grand challenge problems would still not be possible.
Rather, computers are needed that match the needs of
each research project. Small projects need small clusters;
medium projects need large clusters, regional, or national
computers; and frontier problems need unique facilities.
In addition, we see the growth of web and grid services
for more black-box computations and visualization, and
these should be run off of medium-tier, regional facilities.

3. Computation in an interactive or near-interactive
environment. The idea that research should operate
by submitting batch jobs and waiting hours, days, or
weeks until they run seems a throwback to the early
days of computing when one carried boxes of computer cards to the computer center to run through the
card reader. The most computationally intensive jobs
that are possible may still require such a mode for running on unique machines, such as the Earth Simulator
in Japan, but in general one would like turn-around
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The important measures for real performance are
TFLOP hours per user. In many cases, the average
available to a user is no more than could be obtained at
GFLOPS speeds on a local computer due to the large
numbers of users at some centers. The large centers are,
indeed, working hard to guarantee high real performance
to a certain class of users, specifically, those who can
use all or a large subset of the processors on a machine
for a single job. Those with similar total computational
requirements, but who require multiple runs on smaller
numbers of processors, or who require a near-interactive
environment for what-if experiments and user interaction with their codes, are not currently served well without a large in-house cluster.

obtained by increasing the size of clusters or numbers
of CPUs in machines, but power use and heat production still scale with net peak performance. The costs of
electrical power and cooling or running large clusters are
becoming an issue for departmental computers. These
financial considerations may push scientists back to
supercomputer centers to obtain high-end computing
power. Whether Moore’s law will continue to operate is
also questionable. Many people think that Moore’s law
is starting to level off as heating and power use increase.
In that case, future speed improvements will come from
increasing the number of processors rather than increasing clock speeds. We see that happening already with
machines such as IBM’s BlueGene/L.

The need for increased high-performance computing
availability will certainly be exacerbated because the
Computational Infrastructure for Geodynamics (CIG,
see page 50) will provide more people in the computational solid Earth science community with large, userfriendly codes to do computational research. There are
currently insufficient computational resources for the
small number of “hero” codes. If the number of people
attempting to do large-scale geodynamics simulations
increases without a significant increase in computing
resources for the geodynamics community, we will have
many small simulations similar to what already have
been published and there will be no significant advances
into the more-realistic turbulent regime.

Nevertheless, the top500 list (http://www.top500.org),
a benchmarking project that keeps track of the top machines worldwide with a single benchmark, solution of
a linear set of equations, and with size chosen optimally
for each machine, shows linear scaling on a log plot. The
reported values are the maximum speed for the optimal
equation order N for a given computer system. The performance does not necessarily reflect the speed of real
codes, which can range from 5% to 35% of the Linpack
performance. If there is no change in this linear behavior,
it projects a PFLOPS computer by 2009, with the projected 500th on the list of 10 TFLOPS. One might think,
therefore, that computer speed will grow fast enough to
solve our computational needs without significant investment. However, computer requirements are growing
faster than Moore’s law, both for individual projects and
in terms of numbers of computational scientists. Simply
buying one large machine will not solve the problem. A
plan for purchase of small, medium, and large machines,
and their upkeep, upgrade, and periodic replacement (3
years on average) needs to be devised. This investment
needs to be a long-term commitment.

The Growth of Computer Power
To project the needs of the Earth sciences, we have to
consider where computational power is going. Moore’s
law (computer power [chip density] doubles about every
18 months to two years) still works, but electrical power
usage also increases exponentially. Greater speed can be
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U.S. vs. Worldwide Facilities

of the High-End Computing Revitalization Task Force (National Science and Technology Council, Committee on
Technology, 2004).

At present, no major computational facilities for the
solid Earth sciences are available in the United States,
unlike elsewhere in the world, where major high-end
resources are available. As of the last top500 survey, the
fastest computer in the world was the Earth Simulator
(35.9 TFLOPS) in Japan, which is dedicated to Earth
science; about half of its resources are oriented towards
solid Earth science. Two machines have since claimed to
surpass the Earth Simulator: BlueGene/L at Lawrence
Livermore National Laboratory (36 TFLOPS) and Columbia (42.7 TFLOPS) at NASA.

What Can be Done Now?
Allocation and Usage Policies
Allocation and usage policies are as important as the existence of hardware for high-end computing. Usage policies may be one reason EAR usage at PACI centers is so
low. Some projects require large amounts of clock cycles,
but do not gain by having more than a certain number of
processors. If center policies force scientists to use larger
numbers of processors than optimal, efficiency may be
decreased. If queue wait times are hours, days, or weeks,
it may be impossible to proceed with a project. Some
fields can work with a small number of huge runs, but
others require larger numbers of medium to large runs,
with examination of the results before proceeding. Another issue may simply be the difference in organization
of different fields. In chemistry or biology, for example,
there may be 20 to 30 people associated with a project,
whereas there may be 1 to 4 associated with a geophysics
project. Under the same P.I., the large group gets 20 to
30 shots at the machine for each 1 to 4 shots of the small
group. An alternative, but also rational, system, would be
to prioritize jobs according to project or P.I. rather than
by user. There would be resistance to such a change by
the large groups that are currently benefiting from the
current policy, so such change would probably have to be
imposed by NSF.

None of the top machines in the United States are dedicated to solid Earth science, and in fact, only 0.4% of usage of NSF-supported PACI centers goes to EAR-related
projects. In comparison, in the United Kingdom 20% of
the CSAR and 10% of the HPCx supercomputers are
used by solid Earth science. In Germany, the HLRN is
available to solid Earth science. Hundreds of millions of
dollars are being devoted to academic high-performance
computing in Europe and Japan compared with very
small amounts in the United States. Only about $300K is
being spent each year by the EAR Instrumentation and
Facilities program for computer clusters.
The fact that the United States is rapidly falling behind
the rest of the world in academic computational facilities was documented and discussed in Revolutionizing
Science and Engineering through Cyberinfrastructure (NSF
Blue-Ribbon Advisory Panel on Cyberinfrastructure,
2003). The report recommended major new funding
and reorganization of academic high-end computing the
United States. None of the recommendations have yet
been implemented. These calls have been repeated in,
for example, Federal Plan for High-End Computing: Report

An important improvement in policy has recently been
implemented at the Pittsburgh Supercomputer Center
(PSC), and illustrates the importance of usage policies. PSC will dedicate a set of CPUs to a heavy user for
scheduled time periods. During this time, the user(s)
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ters probably need increased funding across the board,
but that is beyond our charge to study.

have complete access to these processors, and are charged
according to wall time. Such dedicated processing has
been available at some centers, including NCSA, for
years, but was not well publicized. It has only recently
been offered to and used by the Earth sciences community at PSC. NCAR has recently awarded an allocation
on their parallel computers for simulations of planetary
dynamics and geodynamics.

Summary
Regardless, it is clear that major new allocations of resources for computational facilities are needed. We propose a three-tier solution for computational resources
for Earth science that would provide the resources to fit
different-sized problems.

Although these policy changes will help the solid Earth
science community incrementally, NSF still needs to provide dedicated supercomputing resources for the solid
Earth community, either by purchasing a supercomputer
to be administered at one of its centers or by assigning a
portion of an existing supercomputer cluster. In addition,
it needs to make more money available for Beowulf clusters at universities for P.I.s’ geodynamics simulations.

Top tier—A petascale facility. At the top end we need ac-

cess to a major, world-class computer system for grand
challenge problems. This system, if large enough, could
serve the entire Earth, atmosphere, and ocean sciences
communities. This system should be one of the top five
fastest computer systems in the world, and should be
used for a relatively small number of important, large
problems. It should be routinely possible to run single
jobs across most if not all of the machine. If a machine is
always divided for four jobs, it would probably be cheaper to acquire four smaller machines instead of one large
machine. Usage policies are critical. A world-class machine divided by hundreds or thousands of users would
give only pedestrian power for any given project.

There is general unhappiness with the allocation process
that requires rejustifying the science to the Large Resource Allocations Committee (formally NRAC) after
the science was already reviewed by peers, a panel, and
program director at NSF. We strongly suggest that the
large allocation process be streamlined. P.I.s should be
able to apply for allocations through the normal grant
process via Fastlane. An additional proposal section
could be added that gives the performance and computing needs justification; this could be forwarded along
with the science proposal to the appropriate PACI allocation committee. Policy changes such as this, and the
dedicated allocation of processors to projects for given
time periods, could greatly increase the usefulness of the
PACI systems for computational solid Earth science,
and could be done with no significant increase in funding. These changes could be applied generally, not just
to computational Earth science, and would increase the
usefulness of NSF-supported systems. The national cen-

Middle tier. Computation is becoming ubiquitous in

Earth science. Routine computations will require more
power, and sometimes will require large-data-set processing, and high-end visualization. Initiatives such as
the CIG will increase requirements for computing power
among a larger group of users. There are four possible
ways to handle this. The default position is to increasingly ration computing power so that only those with
sufficient power can do the computations required for
top-class research. Clearly, this is not desirable. A second
approach would be to provide funding for large systems

47

interconnect type, memory, and storage requirements.
New systems or upgrades would be needed every three
years at a cost of $1.5M to $3M per year. Sharing systems among groups, departments, or institutions would
not save money because larger systems would be needed,
and the growth in cost is nonlinear as systems grow. It is
important that systems are sized appropriately for each
group of users. An increase in funding of about 5 to 10
over the current level is needed for local clusters.

for every department or groups of departments or states.
A third approach is to have large national centers with
large numbers of users. These second and third approaches have a significant barrier to entry. National or
local proposals are needed, accounts need to be prepared,
and users must be trained on each system. A fourth and
different approach would be to fund a number of regional compute and visualization centers that act as servers
for web services to perform computations and analyze
and serve results to the users. For example, when an
earthquake occurs and appears on the IRIS data site, one
could request 3-D synthetic seismograms to study local
or global structure. These services, in principle, could
require no applications for computer accounts and little
entry barrier. The only significant concern is security,
and to avoid denial of service, some kind of registration
or even VPN will be required. Such a system is described
below (SERVOGrid). Such regional grid and visualization services form the middle tier of a national solution
for Earth science computing.

Without planning and investment in computational
hardware for the Earth sciences in the United States, it
is hard to see how we can remain competitive. The train
has left the station. We need to move quickly to catch up.

Regional and national compute facilities for intermediate
computing too large for local machines but smaller than
the “hero applications” envisioned for the top-tier are
also necessary. The existing national centers could serve
as part of this resource.
Lower tier. At the lower end, sufficient computational

facilities are needed at the research group and departmental levels for code development, training, and production computing. A 128 to 512 CPU cluster can give
0.3 to 1 TFLOP. There are about 30 serious software
development and computing groups in solid Earth science. Clusters for these groups would range in cost from
$200K to $1.2M each, depending on number of nodes,
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Software for High-Performance
Modeling and Simulation
have come from this approach. The downside, however,
is that these codes are often “fragile”; they are difficult
to adapt, hard to compare among researchers, and usually poorly documented (because they were never really
meant for public consumption). Often it is difficult to
build on previous work without consulting the original
developer, who may not even be in the field anymore.

Software is as important as hardware. Software addresses
directly the ultimate goal: how to provide efficient,
easier-to-use tools and frameworks that enable scientists
to build and/or apply numerical models with up-to-date
computing technologies that can be executed on all available computing systems. An ideal software environment
(or system) for computational geosciences should have
many (or all) of the following aspects: (1) consistent,
adaptive model-development systems based upon (either
industrial or scientific, community-based) standards,
discipline-neutral definitions, and procedures; (2) modular-based libraries or packages for general PDE systems
and procedures; (3) cross-platform, user-friendly application systems for extensive general applications and
user-defined add-ons; (4) systematic documentation and
system upgrade for continuous model release; (5) discipline-independent, seamless access to data warehouse
systems for data retrieval, analysis, and cross-disciplinary
applications; and (6) infrastructures and superstructures
that could enable the above functions and objectives. The
need for such software systems is being articulated by
many disciplines and organizations and is likely to be an
active area of research in the next 5 to 10 years.

To address these problems and to move forward, many
fields, including solid Earth science, are actively organizing to share, develop, maintain, and document software.
These groups are implementing modern software engineering practices and producing documented and supported software frameworks that can be used to develop
and explore state-of-the-art computations. New software
infrastructures will allow both developers and end users
to take advantage of the latest hardware and to integrate
algorithms, scientific expertise, data, and visualization
from a wide range of disciplines into efficient and adaptable codes for solving multi-scale, multi-physics problems. Such approaches require a significant departure
from current “hero” coding practices and demand better
integration between Earth and computational scientists.
They also require significant investment in professional
software engineers to leverage advances in modern software development for the Earth science community.

Until recently, academic software development in the
United States has generally been done by individual researchers, and much of graduate student and postdoctoral training consisted of the graduate students or postdocs
developing codes for their problems. The positive effect
of this was that students and postdocs were trained in
the nitty gritty aspects of scientific computing. They had
the opportunity to understand deeply the underlying
methods, and tune and adjust them for their problem.
Moreover, this approach (often discussed as “hero code”)
has been quite successful. Several of the important codes
described in previous sections, many of which run on
the largest machines and solve novel scientific problems,

One particular organizational effort in solid Earth science that attempts to move beyond the hero code is
the NSF-funded Computational Infrastructure for
Geodynamics (CIG, http://www.geodynamics.org).
CIG is a strategic partnership between Earth science
and computational science whose purpose is to develop
a flexible infrastructure for model development and
exploration that will enable a much larger community
of both modelers and end-users to take advantage of advanced computation to further their science. A key idea
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is to develop more modular, reusable codes so that model
developers can focus on novel ideas and algorithms from
their own science while being able to use and share ideas
and algorithms much more easily. More-modular codes
would allow better integration of more physics into
models, and potentially make them more comparable
to data. If CIG or other framework projects develop as
planned, they will significantly increase the demand for
high-end computing in Earth science. CIG provides a
useful context for understanding the history and current
state of software development as well as a possible model
for future software development in solid Earth science.
Below we describe the project in some detail and then
discuss extensions to broader software issues.

convection, magma dynamics and chemical transport,
tectonic deformation, and earthquake physics. These
research areas encompass a large fraction of solid Earth
research activities.

A Computational Infrastructure for
Geodynamics (CIG)

The overall structure of CIG software is an open source,
layered software hierarchy. The lowest “infrastructure
level” supports generic numerical solutions of PDEs and
leverages available high-performance libraries and packages such as MPI and PETSc (http://www.-fp.mcs.anl.
gov/petsc) to provide core high-performance solver and
meshing technology. This infrastructure layer insulates
the user from the lowest level architectural issues of
high-performance computation and is designed to run on
all available computational resources. This model is already included in PETSc, which allows single codes to be
developed on serial laptops, tested on intermediate clusters, and run efficiently on the largest machines without
changing the source code.

It is worth stressing that the CIG is structured as a cooperative agreement with the NSF (like IRIS) and has
the potential to grow and change beyond its current incarnation. The future of CIG will be determined in the
next few years, however, the overall software issues that
it attempts to address will be an essential component of
scientific computing for some time to come. It is crucial
that adequate resources be allocated toward balancing
hardware and software development.

The NSF-funded CIG is one attempt to revolutionize
how the community develops, supports, and explores
computational models in solid Earth geophysics. It is
important to stress that it is not an effort to deliver
top-down “black-box” community codes. Rather, it is a
modular, hierarchical framework for building state-ofthe-art computational models with reusable, well-documented components. These components are designed
from the outset to take advantage of the full range of
computational resources from single-processor desktops
to the largest clusters. CIG is principally a partnership
between Earth science and computational science that
leverages existing and future developments in advanced
scientific computation to serve the expanding needs of
the solid Earth community. Its initial focus is on problems that can be described and solved principally with
continuum mechanics as numerical solutions of partial
differential equations. This covers a large range of the
problems described previously (though not all), including computational seismology, the geodynamo, mantle

The next level re-engineers, documents, and supplies
a suite of Earth-science-specific modules for problems
such as solid deformation, magma transport, seismicwave propagation, and chemical transport. Many of
these algorithms will be taken from existing and proven
hero codes, but they will be re-engineered within the
framework and made generally available to the entire
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cated, however, the modular nature should allow them to
“look under the hood” and permit users to modify codes
to follow their science. These new codes, however, will
still be describable within the CIG framework; different
ideas and models will become significantly easier to reproduce, compare, and benchmark. Through proper use
of version control and a unified build system, it should
be possible to track all versions of a code and reconstruct
any published version together with its data, compiler
options, and other characteristics. Thus, CIG may begin
to blur the line between developers and users and change
the overall distribution of competent users of advanced
computation.

community through a documented, supported, and interoperable interface.
At the highest infrastructure level, all of the components
are glued together with a science-neutral superstructure
that handles interoperability, job submission, monitoring, archiving, IO, web services, and interfaces to data
bases and visualization packages that are common to
all such codes. The goal of the CIG superstructure is
to provide a common interface for modular codes that
standardize many of the basic tasks in computation and
make the output of the models easier to share, visualize,
and compare.

Such a modular and interoperable system will not form
spontaneously from hero codes and requires significant
investment and direction. The basic CIG structure is
built around a core of professional software engineers,
centrally located at CalTech under the supervision of a
principal software architect (Michael Aviazis, CACR,
CalTech) and CIG director Mike Gurnis. The decision
to locate the Software Development Team (SDT) in one
place is based on studies of successful software engineering efforts, such as PETSc.

CIG is already interacting with several existing framework and superstructure projects to design a coherent
system that provides all three levels of support. Because
modeling frameworks will continue to be an active area
of IT research in the foreseeable future, CIG will not be
committing to any single framework, but will continue to
borrow the most useful emerging practices and standards
and focus on the innovations required to make these accessible and useful to Earth scientists.
Given such a hierarchical system, the CIG will serve several purposes and constituencies. For the advanced model developer, it will supply a flexible toolkit and interface
standards that allow the developer to make ready use of
a wide range of existing algorithms, solvers, and scienceneutral components, freeing the developer to concentrate on new functionality or solvers that will advance
the science. CIG will also benefit model users, who may
want to use existing models. Beyond providing modules,
the CIG will also provide complete example codes built
from these modules to provide the same functionality as
currently available hero codes. These models can be used
“as-is” by end-users to test ideas and explore the basic
functionality of CIG. As users become more sophisti-

A key component of CIG will be to facilitate and coordinate interactions and projects between the SDT and
the greater Earth science community. In all of these interactions CIG will try to maintain an effective balance
between Earth science and computational science, with
significant interaction with other scientific computational groups. Some initial partnerships include interaction
with the larger DOE SciDac project through the PETSc
team and the Terascale Optimal PDE solvers project
(TOPS, http://www. unix.mcs.anl.gov/scidac-tops/) at
Argonne National Labs and Columbia University. Other
interactions include the Victorian Partnership for advanced computing and the LaGrit project at Los Alamos.
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other projects is shown schematically in Figure 25. More
details can be found at the CIG web site http://www.
geodynamics.org. With proper communication and interaction among all of these projects, there is significant
promise for advances in computational power and flexibility in solid Earth sciences.

CIG will also interact with other projects in advanced
computing in Earth sciences such as the Earth Systems
Modeling framework (ESMF), the JPL SERVO project
for grid computing and SCEC’s “Common Modeling
Environment.” The overall structure of the CIG project, its management structure, and its connections to

Figure 25: Internal management of CIG and its relationship with member institutions and other communities. Member
institutions directly elect executive and standing committees. Standing committees interact directly with the user community and vet proposals from them. Task groups are set up for new projects (software development tasks) with representation from standing committees and user communities, and then interact directly with the Software Development
Team. The Executive Committee and standing committees interact directly with other ES (Earth Science), GI (Geoinformatic), and CI (CyberInfrastructure) activities on the national and international level through strategic partnerships.
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Beyond CIG

An alternative to creating additional focus groups, such as
mineral physics and hydrology, is to expand the scope of
CIG (or something like it) in the future if the initial fiveyear period of the project proves successful and useful.

CIG is just one concrete step the solid Earth science
community is taking towards developing a modern infrastructure for advanced scientific computation. By design,
it is not meant to cover all fields or problems; designing
a coherent system that balances interoperability with
scientific utility is going to remain a significant challenge
even for the fields initially within its scope. Nevertheless,
it is a useful beginning and we can use it as a template
to project some of the software problems that will also
need to be addressed in the next 5 to 10 years. Below we
briefly discuss some of the important areas in software
development that go beyond the scope of CIG, but need
to be addressed in terms of an overall strategy for solid
Earth science.

Other Aspects of Scientific Computing:
In addition to modeling/simulation, there are several
other areas of software development that are crucial to
scientific computation that are not explicitly within the
scope of CIG. The principal areas are visualization and
web services/grid access, which are discussed in detail in
their own sections below. It is clear that CIG or any highperformance modeling framework must work closely
with all of these activities to develop interfaces that allow codes to take advantage of ongoing developments
in other fields without duplicating effort. In addition to
these areas, there are several other important developments on the horizon that are not explicitly within CIG,
but should be incorporated if they seem promising. Some
of the more important areas are:

Additional Scientific Areas
An important class of computational problems not addressed by CIG are those in mineral physics (e.g., ab initio
calculations, molecular dynamics, and thermodynamics),
which are essential for understanding material properties and guiding experimental studies. Because many
techniques in this area differ significantly in temporal
and spatial scales from large-scale continuum problems
covered by CIG, it might be worthwhile to conduct a
separate (but coordinated) effort to modularize codes
within the mineral physics community. Other areas that
are not currently within the scope of CIG are hydrology
and coupled fluid-solid dynamics (which is likely to be an
important part of crustal deformation). Similar to mineral physics, the hydrological community is probably sufficiently large to warrant its own focus group with links
to other application groups.

• Automatic code generation. An outstanding issue in
the development of multi-scale, multi-physics codes is
the level of granularity required in coupling modules.
For many problems, coupling occurs at interfaces.
Simple coarse-grained couplers that are used in coupled ocean-atmosphere models could be used to combine individual modules (e.g., some of the approaches
in ESMF).
It is also easy to envision scenarios where the addition
of some new physics or more-complex constitutive
equations can fundamentally change the efficiency of
an algorithm at a lower level. In these cases, a moreuseful approach is to abstract the discretization from
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common to all computational efforts. One approach
will be to more tightly integrate superstructure functionality with version control.

the solvers through automatic code generation. In an
ideal world, the user specifies the PDEs, a domain,
and boundary conditions, and then can choose from a
range of discretizations and techniques (e.g., meshes,
elements) for solving them numerically. The actual
translation of the model problem is produced by
higher-level code generation modules that produce
executable (and human readable) code that can be
passed to lower-level solvers. Developing such systems
for general PDEs is a daunting task (particularly when
much of geophysics is controlled by somewhat arbitrary constitutive relationships). Nevertheless, some
of this functionality is already envisioned for PETSc 3,
at least within the context of finite element routines
(Matt Knepely, personal communication) and would
certainly be welcome in an overall strategy for numerical solution of PDEs. This remains a long-term goal
of CIG, although this problem legitimately lies at the
intersection of applied mathematics, numerical methods, and computer science and is probably still some
way off in the future (although we understand that
computer scientists in China have successfully developed a working prototype for both serial and parallel
systems). Solid Earth science could clearly make use of
it if proven to be tractable.

• External data interoperability. Automatically recording the metadata produced by models is closely related
to efforts for cataloguing “real” data and metadata. A
fundamental goal of any modeling effort, including
CIG, is to develop computational models that can be
compared to real data. This requires that the modeling framework interoperates with existing and future
databases and produces output that shares the same
metadata structures as real data. To develop useful
standards and interfaces requires significant cooperation between both model developers and data groups
and would certainly benefit from closer collaboration
with larger geoinformatics projects such as GEON
and iServo, and database efforts such as PETDB
(http://petdb.ldeo.columbia.edu/petdb), EarthChem
(http://www.earthchem.org), and G-plates (http://
www.gplates.org). With proper software engineering and forward-looking design, we should be able to
design useful standards for communicating among
models, visualization tools, and data within individual
institutions and platforms to distributed grid-based
computations.

• Model archiving and metadata management. Another
crucial aspect for maintaining, comparing, and understanding the output of models is to track both the
data produced by models and to capture the essential
metadata by which they could be reconstructed (e.g.,
a full description of the model/modules, input variables, compilers, machine it was run on). Ideally, a user
should be able to reconstruct any simulation and compare not only the output of model runs but also the
intrinsic physics/mathematics that underlie it. Much
of this functionality should be built into the scienceneutral superstructure because these problems are

• Inverse theory and optimization. The ultimate goal of
forward modeling exercises is to be able to solve the
inverse problem and use available data to constrain
and infer Earth properties that cannot be directly
measured. For problems such as full-waveform tomography, this problem is nearly solved given adjoint models (see Computational Seismology section); however,
building this functionality into more-general problems
may require additional software functionality built
into frameworks. Optimization routines are already
being integrated into the high-performance solver
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richer environment of computational tools, models,
ideas, and users. In particular, we expect an enormous
increase in the demand for high-end computation if
such efforts make these resources much more accessible.
Thus, the future of software (which begins now) needs to
be taken into consideration when planning for the hardware needs of tomorrow.

layer (e.g., TOPS), however, it would be useful to also
have access to higher-level software for generating adjoint operators, ensemble Kalman filtering, and error
co-variance analysis that are commonly used in dataassimilation research. As more-sophisticated geodynamical models become available for researchers, data
assimilation in solid Earth science will become an
important new research trend in which surface observations are assimilated into model solutions to predict
changes in various Earth components. A library of
such commonly used procedures shall greatly facilitate
the studies and reduce coding efforts of individual research groups.

Summary
Advanced software engineering must be developed in
parallel with advanced hardware development. Solid
Earth science is beginning a revolutionary change in how
it develops software for high-end computation. Efforts
such as CIG are just the beginning, but promise a much
more integrated future where experiment, observation,
and computation interact more directly to drive scientific discovery. We expect additional efforts in the same
spirit as CIG within other disciplines and plan to stay
current and share experiences and lessons with these activities as these approaches evolve.
One of the principal challenges for all disciplines is to
remain sufficiently nimble to adapt to a rapidly changing
computational landscape. It is not expected that CIG or
other solid Earth endeavors will solve all the problems in
scientific computation, however, it is hoped that through
projects such as CIG, ESMF, or other community efforts
that Earth science will be a significant player and application group that drives important developments in the
burgeoning field of scientific computation. The payoff
for these activities, if they are successful, is clear: a much
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Visualization and
Large-Scale Data Analysis
to enable the possibility of sharing the visual experience,
both static and animated, generated via batch procedures
and interactively (with multiple participants working towards a common goal). The fast-paced evolution of technology makes it all the more difficult to achieve real collaboration in the midst of changing standards, evolving
tools, and the lack of a common software infrastructure.

Over the last fifteen years, scientific visualization has
evolved from a tool used by a few researchers to understand their data into an indispensable approach used
by many to improve understanding of extremely large
data sets that are currently being produced ( Johnson
and Hanson, in press; Erlebacher et al., 2001, 2002).
Scientific visualization is used in many areas of applied
research, including meteorology, oceanography, hydrology, material sciences, and Earth physics, with various
degrees of sophistication. Techniques used to enhance
data understanding, beyond looking at rows of numbers
on printouts, range from simplistic line plots all the way
to time-dependent volumetric renderings of data sets at
resolutions of 1000 x 1000 x 1000 and beyond, such as
encountered in thermodynamic data sets.

Large numbers of researchers now wish to collaborate
with one another, but are restricted to data visualization
on local hardware resources (e.g., workstations, large
displays). There is very little support for easily sharing
their visualizations with one another. Researchers are
increasingly mobile, own a wide variety of end-display
devices ranging from laptops to hand-held devices, and
have access to commodity (i.e., cheap) graphics cards and
graphics processors of incredible power. Yet, there is very
little support to provide a seamless integration among
these various technologies. For example, if a researcher
develops a tool to visualize earthquake clusters, there
should be standards tools that allow this new tool to be
integrated into a framework, thus making it available to
all. This vision is addressed by various researchers working on the grid, a loose collection of hardware and software resources meant to be available to anybody around
the world with adequate permissions.

By comparing the needs of 2004 and those of the early
1990s, we find much in common. In the 1990s, high-end
computers cost $20M to $30M compared to desktop
workstations, which cost $30k. Today the discrepancy
is even more severe. Our largest supercomputers cost
about $50M to $100M, while desktop computers with
high-end graphics processors cost only $3k. Although
the ratio between high-and low-end computer costs and
performance has increased over the years, the network
bandwidth has only increased moderately fast while storage needs have increased exponentially.

Current Facilities
Over the last 15 years, there is a stronger emphasis on
collaborative efforts within a given institution, across
institutions, and across multiple continents. For example,
the ACES program studies earthquake dynamics and
involves researchers in Australia, China, and the United
States. There is a strong need to not only share data, but

None of the major visualization facilities in the United
States specifically support the geosciences community.
For the most part, these visualization assets are located
in the supercomputer centers and national laboratories.

56

video boards. Clusters costs can range from $50k for
an 8-CPU system built with off-the-shelf components
with a Gbit/sec network, to a few hundred thousand
dollars for integrated systems of specialized hardware (e.g., Xeon chips with PCI-Xpress together with
graphics co-processors). We are not aware of such systems used by the geoscience community.

Visualization facilities are divided into several broad
categories:
1. Personal computer or desktop workstation. Scientists

download their data onto their desktop computers
and use a variety of visualization packages to display
their data. These packages range from the commercial,
for example, Amira (http://www.amiravis.com), AVS
(http://www.avs.com), and Fieldview (http://www.
ilight.com); to the public domain, for example, VTK
(http://www.kitware.com), IBM DX (http://www.
opendx.com), and Iris Explorer (http://www.scs.leeds.
ac.uk/iecoe/); to packages constructed at local institutions and only used by a few researchers.

3. Some supercomputer centers are using large-scale vi-

sualization clusters to support the visualization needs
of the community at large (not necessarily the Earth
sciences). For example, researchers in computational
fluid dynamics have long enjoyed the support of advanced visualization systems at selected national laboratories and other national centers, but they would
have to travel on site to work with their data. Examples of centers that provide visualization clusters, tiled
displays, and other advanced systems include NASA
Ames Research Center, Argonne National Laboratory,
the National Center for Atmospheric Research, and
the National Center for Supercomputer Applications.

2. Computers and clusters in visualization laboratories.

Many universities have visualization laboratories that
provide hardware and software in a common area
to help researchers analyze and visualize their data.
Specialized hardware, too expensive for the individual
researcher, is often available at these common areas.
Examples of hardware that finds use by researchers
confronted with large and complex data sets include
the Geowall (http://geowall.geo.lsa.umich.edu), the
Immersadesk (http://www.fakespacesystems.com/
workdesk.shtml), the Powerwall (http://www.lcse.
umn.edu/research/powerwall/powerwall.html), and
the Cave at NCSA (http://archive.ncsa.uiuc.edu/
SCD/Vis/Facilities/). These types of hardware cost on
the order of $50k, $100k, $300k, $1,000k, respectively.
Another type of resource is the visualization cluster.
In this case, n machines, usually identical, are configured with commodity graphics cards ($400 each) to
provide a powerful parallel resource to process large
data sets (Humphreys et al., 2002). Several universities provide their own visualization clusters, built
from commodity components with one of the recent

Existing Software
It is not possible to exhaustively list the available software to extract features, analyze, or visualize data. Every
research team has developed their own variants of 3-D
contouring, clustering algorithms, wavelet compression,
and other applications, which mostly go unshared between different research groups. The lack of standardization of formats and algorithms makes it difficult to build
a generic framework that would permit simple-to-use,
plug-in technology. The mainstream visualization algorithms to display scalar, vector, and tensor variables are
integrated into many of the mainstream visualization
packages. Some packages, such as Amira, AVS, and VTK,
let users extend the program, some allowing direct access
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format accepted in some environments is HDF (http://
hdf.ncsa.uius.edu).

to the underlying graphics hardware. The most general
software packages make available a front-end interface
that lets users construct their algorithms through flowchart creation.

As geometry becomes more complex, computational
grids will be increasingly based on tetrahedral meshes.
Although common in aerodynamics, geoscientists have
only now begun to adapt these more-general grids. A
new generation of algorithms is required to analyze,
compress, and visualize geophysical data on this class of
meshes. Standard techniques such as wavelet transforms
and various tools to perform two and three point spatial
correlations have been developed on uniform, or at worst,
curvilinear grids (with an underlying Cartesian computational grid), and cannot be immediately adapted to
unstructured meshes. Development of these tools in parallel with development of improved numerical methods
is necessary. One long-neglected area is the visualization
of data sets in higher dimensions, such as found in highdimensional phase diagram calculations based on thermodynamic considerations. Clustering earthquake data is
also a high-dimensional problem (Dzwinel et al., 2002).

There is a range of existing tools for data mining, clustering, statistical analysis, regression, and correlation
analysis, and other tools. Application Program Interfaces
(API) also exist for grid generation, format conversion,
wavelet analysis, and signal processing. Unfortunately,
standards have not evolved sufficiently in these areas of
analysis to permit the ubiquitous use of these packages
by the user community. These requirements are spelled
out in the Middleware section. Most of the existing
software cannot process efficiently data sets that emerge
from unsteady numerical simulations at spatial resolution greater than 512 x 512 x 512. Several researchers
have reported a reluctance to run simulations above
1024 x 1024 x 1024 due to a lack of adequate data-analysis tools.

Needed Software
Middleware
A common thread through the geosciences is that many
of the physical processes extend over a wide range of
spatial and temporal scales. Therefore, it is of vital
importance to develop software that addresses these
scales directly. The statistical nature of many of the
data sets requires algorithms to compute convolutions,
variograms, correlations, and isotropic and anisotropic
spectral analysis (in homogeneous and inhomogeneous
domains) in space and time. Analysis should be possible
at full data resolution and at scales selected perhaps via
wavelet analysis. Facilities should be developed to analyze data in compressed format, store data at multiple
resolutions, and very importantly, display the computed
analysis results in an interactive manner. This will require the acceptance of standardized formats. A popular

Visualization is one of several components necessary
to promote effective collaboration among distributed
teams of researchers. As these teams keep growing in
size and diversity, the grand challenge problems that can
be addressed become increasingly complex and difficult
to solve.
Grids were developed to address this concern, although
they are still difficult to use and often do not present the
user with an easy-to-use, extensible interface. There are
several efforts underway to develop Earth science web
portals (e.g., http://earthsciencesportal.gsfc.nasa.gov) to
present users with a “simple” mechanism to access backend resources (supercomputers, storage areas, visualiza-
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and, most importantly, collaboration. In the area of visualization, tools are required for users to share displays.
Bitmap sharing can already be accomplished through the
Virtual Network Computing API (http://www.realvnc.
com), although there are no accepted tools for two-way
interaction via direct manipulation of the bitmaps. Alternative approaches are desirable, such as permitting
multiple users to share a common 3-D visual environment (display together with the ability to navigate collaboratively).

tion, and analysis servers). When a user accesses a grid
resource, its identity must often be known in advance,
following a client/server model. There is an urgent need
for a more general mechanism to link client devices
(hand held devices, laptop and desktop computers, and
even large-screen displays) with servers that support a
variety of remote services (e.g., video, visualization, storage, collaborative).

Co
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Portal/User
Env ironment
Serv ices

Other
Grids

Software must be developed that seeks to leverage existing tools. As an alternative to bitmap sharing, true collaboration can be achieved by allowing multiple users to
run visualization programs on their local computers, taking advantage of their high-performance graphics cards.
Data would be duplicated locally at multiple resolutions
for fast access. Data resolution would be a function of lo-
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Figure 26 illustrates such a middleware system based
on a publish/subscribe mechanism. Users enter requests into the system without consideration for how
the request will be executed or by whom. One or more
schedulers are responsible for analyzing the requests and
submitting them to resources for execution. The computation/visualization is returned to the user upon completion. A successful middleware model should support
fault-tolerance, service-redundancy journaling systems

Visualization

Storage
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Figure 26. Middleware connects a
collection of clients, services, and
schedulers. The objective of the
middleware is to direct messages
between a producer of messages
and one or more recipients. This
example is based on a publish/
subscribe paradigm that makes
possible fault tolerance, service
discovery, and collaboration.

$400/card) have an operation count that far exceeds that
of the fastest commodity CPUs (i.e., Pentium 4 or Xeon).
Five years ago, it was not possible to purchase cards (at
any price) with the power of a $400 card. To appreciate
the potential these cards have to offer, the latest $400 offerings from NVidia (http://www.nvidia.com) and ATI
(http://www.ati.com) can provide a maximum rate of
over 500 million transformations (i.e., 4 x 4 matrix-vector multiplications) per second, and bandwidths between
CPU and GPU of over 20 Gbytes/sec. Fewer than ten
years ago, the memory bandwidth on a Silicon Graphics card was rated at 2 Gbytes/sec. With the new PCIExpress interface to the latest graphics cards, read back
from the video buffer is as writing to the buffer, making it
possible to solve physical PDEs on the video card (http://
www.gpgpu.org). This trend towards cheaper, more powerful graphics cards, together with faster interconnects is
expected to continue for the foreseeable future.

cal resources, available bandwidth, and other constraints,
and would determine the visual quality of the display. Facilities would be provided to permit users to take control
of their display, and the navigational commands would
be shared with other users in the session.

Trends
Moore’s law is expected to hold for at least another ten
years. In practice, the effective computational speed
available at a fixed cost has increased at an equivalent
rate. The visualization field has benefited from the advent of new hardware aimed at the computer gaming
community, which has been driving a sequence of innovations. These innovations have resulted in graphics
cards whose performance has more than doubled every
year since 2000.
Figure 27 illustrates the performance of CPUs (Central Processing Units) and GPUs (Graphical Processing
Units) at fixed cost. Current graphics cards (at a cost of

Data Set Glut
In all areas of the Earth sciences, data set sizes are growing at exponential rates. Every time the size of a 3-D data
set expands by a factor of two in each coordinate direction, one snapshot of the data expands in size by a factor
eight, or approximately an order of magnitude. If the required temporal resolution increases along with the data
size (e.g., because the Reynolds or Rayleigh numbers are
increased), thus making the velocity or temperature field
more turbulent, it may be necessary to store information
at finer time resolutions, possibly increasing data sizes by
an additional factor of two.
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A 512 x 512 x 512 numerical simulation that stores five
variables at the finest resolution in single precision requires 229 (~540) Mbytes of disk space. Storing 200 time
steps for future analysis in time, for example for Lagrangian particle tracking, evolution of vortices and other fea-
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Figure 27. Relative growth of CPU and GPU performance.
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leagues. Another on-going research effort is to use geodynamo model and surface geomagnetic observations
to predict secular changes of the geomagnetic field on
decadal time scales, as demonstrated in Figure 28. These
efforts not only help us understand the fundamentals of
the dynamical Earth, but also provide new applications,
for example, decision-making and management.

tures, requires 100 Gbytes of disk space. The same data
set at 1024 x 1024 x 1024 would require 800 Gbytes of
disk space. As computer power continues to follow the
pace imposed by Moore’s law, numerical simulations will
increase in their realism and produce ever larger storage
requirements. The Report from the NASA Earth Science
Enterprise Computational Technology Requirements (2002)
states that solid Earth research will generate hundreds of
gigabytes per day and up to one petabyte of output data
from simulations, data assimilation, and data analysis by
2010.

This new research field brings forward several challenges
to solid Earth scientists, such as (1) common data format to accommodate heterogeneous data (in disciplines,
representations, and sources), (2) interactive web-based
(or other network API) services for remote analysis and
education, and (3) higher demand on hardware and software products. The latter is particularly significant, as
indicated in Table 5.

To store the current amount of information produced
by spatial-temporal simulations and data acquisition
systems, it is necessary to provide storage facilities with
high bandwidth for data access, low latency, and storage
redundancy to protect against accidental failure. These
storage archives, preferably collocated with existing and
future NSF centers, should “piggy-back” on existing hardware and software infrastructure, as well as on human
resources. Furthermore, these storage facilities should be
redundant. As we describe elsewhere, we envision that
researchers around the world will use visualization servers and require low-latency access to data.

Convection Modeling
Visualization of complex numerical experiments is
another challenge that is closely related to high-performance computing. The volume of information from
the numerical experiments can be huge (100 GB is not
uncommon) and the size of each image is larger than
the maximum that commercial software can handle. (In
some cases, we have to truncate data files so that the results can be imported into graphics programs.) Rendering the animations can take hours to days on a powerful
visualization workstation.

Solid Earth Data Assimilation
Rapid development in large-scale numerical simulation
of global geodynamic processes over the past decade
(e.g., mantle convection and geodynamo simulation) has
greatly increased understanding of qualitative behaviors
of geodynamic processes at the Earth’s surface and in the
Earth’s deep interior. In the past few years, more such
research efforts have been observed. For example, using
the knowledge of today’s mantle derived from seismic
tomography, it is possible to reconstruct possible mantle
history back to more than 100 million years. Figure 11
shows an example of such work by Bunge and his col-

In most modern mantle convection calculations there
are several scales of flow: a plate scale of flow that is
often similar to the size of the computational domain,
and a smaller scale of flow (i.e., mantle plumes or the hot
orange rolls below) that moves within the larger-scale
flow. The foremost questions in this field often involve
understanding the interaction between these scales of
flow and how energy or material moves from one scale to
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Numerical B at CMB

Observed B at CMB
Figure 28. An example of geomagnetic data
assimilation to predict geomagnetic secular
variations on decadal time scales using numerical geodynamo model and geomagnetic surface
observations. On the right panel is the radial
component of the geomagnetic field at the
core-mantle boundary (CMB) inverted from
geomagnetic observations at the Earth’s surface
(via satellites and ground stations). The orange
colors represent magnetic North Pole (or positive radial field) and the blue colors represent
magnetic South Pole (or negative radial field).
Note that currently the magnetic north pole
is near the south geographic pole. The main
feature of the geomagnetic field is a dipolar field
at the CMB, with complicated small structures,
in particular, those in the South Atlantic region
(often called “South Atlantic anomalies”). The
left panel displays the results from geomagnetic
data assimilation test in which a well-developed
numerical model solution is assimilated with the
geomagnetic observation in 1940. The assimilated field is then used as the initial condition for
model prediction for the following four decades.
The predicted results resemble those of observations, in particular, in the South Atlantic region
where geomagnetic anomalies are preserved in
assimilated solutions.

Table 5. Expected Computation Needs for Geomagnetic Data Assimilation
System. The estimation is for a single geodynamo simulation over one magnetic
free-decay time. For geomagnetic data assimilation, the estimates are at least
one order of magnitude larger. For example, if ensemble Kalman filter approach
is used, then a minimum of 30 independent tests are required.

the other. The scales of flow can be illustrated by calculating convection with mobile plates (Figure 29) (King et
al., 2002). Computation time and storage requirements
can be quite large.
Visualization is also important for exploring data at various length scales. The human eye can pick up self-similarity, and deviations from it, easier than any set of statistics. Figure 30 shows plumes above subducting slabs visualized with tracers at different scales. Such images need
to be produced by traversing large multidimensional data

Single Test
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Memory (RAM)

10 GB

400 GB

Per Output File

40 MB

625 MB

Total Storage

8 TB

125 TB

10 TFLOP

2 PFLOP

Storage
CPU

62

Figure 29. Temperature fields from a 3-D convection calculation with mobile plates (after King et al., 2002). In these figures, the white lines
illustrate the plate boundary. The blue sheet running through the middle of the box, beneath the white lines, represents a cold, down-going
slab. The orange rolls in front of (and behind) the blue sheet are warm regions of the mantle, which being less dense, tend to rise. The material
at temperatures between the orange and blue has been made transparent to aid visualization. The competition between the buoyant orange
rolls and the dense blue sheets gives rise forces that drive the plates. The time period between the two images is only about 5 million years of
Earth history, illustrating that changes in plate motion can be driven by internal mantle processes over geologically short time periods. These
images are part of a longer animation that is the result of over 600 wall clock hours of 32 processors of SP2 time. The model output for the
animation required over 100 Gbytes of storage before being compressed into a movie. The scale of the plate scale flow, which encompasses
the entire computational domain, versus the smaller orange rolls makes this computationally challenging.

sets. To do so on the fly for very large data sets requires
advanced data and visualization hardware and software,
not easily available to most computational geoscientists.

Oxide-water interfaces are central to a wide variety
of geochemical processes. The kinetically roughened
surfaces of insoluble oxides present trillions of square
kilometers of reactive surfaces that control contaminant
dispersal and biogeochemical activity in the Earth’s subsurface. Because of the complexity of oxide surfaces on
nanometer length scales, advanced visualization is an essential part of the analysis of molecular models. For example, the distribution of water and electrolyte about an
isolated ion or idealized surface can be described simply
in terms of radial and linear distribution functions.

Nanoscale Interactive Molecular Dynamics
One objective of molecular modeling is molecular-scale
visualization. This has been clear since the days of J.D.
Bernal and L. Pauling when physical molecular models
were the key to understanding. Consider, for example,
the mechanistic understanding that arose from a visual
picture of DNA. Visualization is usually the lightning
rod of scientific discovery, especially for discovery via
computational experiments.

As an example of a complex visualization problem in
molecular geochemistry, consider the distribution of
solvent and electrolyte about an oxide particle such as
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Figure 30. Large-scale simulations of multicomponent
systems, such as thermalchemical plumes above subducting slabs, reveal multiscalar features, which must be
resolved with many tracers,
in this case 500 million tracers. Resolutions down to a
couple of hundred meters
are attained. As you go from
top to bottom, left to right,
the zooming-in of each preceding panel is clearly revealed. For further details see
Gerya and Yuen (2003).

the Al3018+ (Figure 31). The aqueous Al30 ion is a model
for even more-complex oxide-water interfaces prevalent
in the Earth’s subsurface. We require simultaneous representations of scalar, vector, and tensor fields (protonation states, average solvent density, electrolyte concentration, dipole moment distributions, stress). We must
also address the dynamic aspects of these distributions,
which may be manifest as, for example, spatially varying
time correlation functions. These “external” aspects of
the system are essential to the very stability of the Al30
ion, and other colloidal oxides/oxyhydroxides. In the
absence of solvent, an electric double layer, the ion disintegrates due to the 18+ charge. Simulations show that the

ion is unstable even in the presence of solvating water. A
counterion (9 SO42- or 18 ClO4-) is essential to stabilize
the molecule. Thus, in even the most elementary sense of
the particle stability, it is not the particle itself that must
get the attention in visualization, but rather the distribution of the counterions. In other words, we cannot speak
of the Al30 ion, and, by analogy, complex oxide surfaces,
as if their structures were independent of that of the solvent and electrolyte.
Generating distributions that can be shown to be independent of the initial conditions, and developing effective
visual representations of these distributions are both
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Figure 31. Counterion (orange) and water (blue) distribution about an aluminum oxyhydroxide nanoparticle in aqueous solution. This
particle consists of 30 Al atoms and has an 18+ charge due to the presence of protonatable functional groups on the surface. The ion
has been crystallized as a sulfate salt and characterized by single crystal X-ray diffraction. Hence, the structural characteristics of each
of the OH functional groups taking up the 18+ charge are known. The charging of the particle has been measured by acidometric titration and because the surface structure is known exactly, it provides a perfect model for testing predictions of surface acidity in oxide
systems. Early calculations show that particle stability is crucially dependent on the characteristics of the electric double layer, which has
an inner hydration sheath (blue) separating the counterion swarm (orange) in a manner similar to a classic solvent separated ion pair
known from solution chemistry. Current calculations are focused on “in silico” acidometric titration and determination of surface site
acidities in aqueous solution.

designed to examine the solvent and counterion distribution around even a relatively simple system like the Al30
polynuclear ion can take months of computer time, even
in high-performance computing environments. There
are likely to be many regions of metastability in the configurations generated by the simulation. For example,
during a week-long simulation of Al30⋅9(SO4), a bisulfate
ion (HSO4-) forms in the vicinity of the surface. What is
the significance of this single event? If the initial conditions were varied, would the same result occur? Does the
presence of the bisulfate ion indicate some kind of decreased pKa of bisulfate in interfacial water with a lower
dielectric constant? Because this simulation cannot currently run over a very large number of initial conditions,
a way to probe the stability of the configuration on the

immense computational challenges. Computer hardware
has just reached the point where we can begin to think
about equilibrating some of the smallest complex simulations with some degree of rigor. Research in how to visually represent the results of such simulations naturally
lags somewhat behind our ability to carry them out. A
similar challenge will take place when ab initio molecular
dynamics simulations become possible in such complex
environments as the methods for representation of complex many-electron wavefunctions (AIM, ELF, Wannier
projections) are introduced into the visualization problem (Rosso et al., 2002; Boily, 2003; Stirling et al., 2003).
Interactive visualization will be a key aspect of solving
the initial-condition problem. Computer experiments
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science, calorimetry, and X-ray crystallography, as well
as the theorists doing the thermodynamic modeling, will
almost certainly be ready and willing to take part in this
process. They will surely make key contributions that
would not be possible without advanced visualization.
Molecular modeling brings the data and theory together;
visualization has the potential to bring investigators together to help interpret the molecular model, thus closing the circle.

fly is needed. The most effective way of doing this would
be to simply reach in and “shake” or tap the bisulfate ion
and see if the proton comes off. Similarly, we may notice
that a certain region of the Al30 ion never seems to have a
sulfate ion nearby. Is this just an artifact of choosing the
initial conditions? What is needed here is a way to grab
one of the 18 perchlorate ions, move it over to this area,
and see if it stays there. As another example, suppose we
were interested in the possible reaction pathways for exchange of a hydroxide ion within the structure of the Al30
with an OH in solution? What are the likely degrees of
freedom within the Al30 that will lead to oxygen exchange
events? Certainly one can imagine writing a series of utility programs to accomplish many of these tasks: a specified random fluctuating force to a specific ion center; a
directed force on a given ion center towards a certain region of space; or a normal-mode analysis of the Al30 ion in
solution to find the soft degrees of freedom. But all these
tasks could be accomplished much more quickly and with
greater ease and generality with a data glove that allows
the user to reach in and “drive” the simulation.

Hardware
Two types of hardware have been identified: visualization
hardware and data analysis hardware. Assuming very
large data sets, many scientists will not possess the facilities to download and process data locally. Remote visualization facilities appear to be the only viable alternative to
provide researchers the ability to effectively display their
data. Under this model, users would retrieve bitmaps
generated locally. Such systems already exist at several
national centers and university visualization laboratories
(for more information see http://www.nd.edu/~sgi/vizclust/vizcluster.html; http://www.cgt.isi.edu/vizcluster.
php; http://graphics.stanford.edu/~mhouston/talks/
ccviz02.ppt; http://virtualgl.sourceforge.net).

More importantly, almost everyone can carry out the
exploration visually. It is certain that a child with a data
glove would find more creative ways of disassembling the
Al30 ion than a researcher using normal mode analysis;
the hand that can effectively carry out a normal-mode
analysis is not necessarily the hand that can most effectively “play” with the ion on the fly. Different skills are
required in each case. The rate of scientific discovery
will be influenced even more strongly through “parallelization” over multiple investigators than parallelization
of the purely computational part of the problem on the
multiple processors running the molecular model. This
type of multi-investigator approach is especially effective in modern collaborative research environments. All
the experimentalists who supplied the data from the gas
phase clusters, aqueous chemistry, high vacuum surface

In the future, we anticipate computer clusters with
thousands of processors, each augmented with commodity graphics cards. Tightly integrated networks will
satisfy the needs of the research community. Following
Moore’s law, processing units should be upgraded every
three years, while the graphics cards should be upgraded
every 18 months. A typical visualization cluster might
have 50 processors (at a cost of $2400 each), with an additional graphics card on the order of $500. The initial
cluster cost (excluding disk storage and other facilities
necessary to maintain a cluster) is on the order of $3,000.
At suggested replacement rates, each processor would
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velopments. Another grand challenge problem is the
visualization and interrogation of large thermodynamic
data sets, which are sorely needed in many problems in
hydrology and mantle dynamics (Vasilyev et al., in press).
These data sets have dimensions greater than three.

cost and average of $800/year, while the graphics board
would cost an average of $250/year. The total continuous upgrade cost (assuming current hardware trends
continue) would be on the order of $1000/year/processor to ensure that graphics and computational power do
not fall behind. We suggest that a visualization cluster be
placed at current (or future) computing centers to capitalize on existing human and hardware infrastructure.
Assuming five such clusters (each with 50 processors),
the total cost would be an average of $250,000/year after
the initial investment of $750,000. Within a 5 to 10 year
time frame, we expect these clusters to grow to several
hundred processors. This type of cluster would operate
with the MPI distributed library. Existing visualization
software based on MPI could and should be harnessed to
provide adequate capabilities. Within the proposed middleware functionality, these visualization clusters should
be wrapped to provide an interface consistent with accepted service standards.

Wish List
It is hard to predict where visualization technology will
be in the next decade. However, the trends are somewhat
clear: faster graphics cards, multiple graphics cards per
CPU board, clusters of increasing size, much larger local storage areas, greater integration of grid technology,
middleware, and a wide range of remote services.
There are several technologies on the horizon that
should be mentioned because they could very well impact the field. These technologies include affordable
virtual displays (powerwalls, caves), electronic paper
(thus creating screens that could cover the four walls
of a person’s office), stereo streaming, and pervasiveness of real-time audio-video conferencing with natural
collaboration tools. Webcams of increasing resolution
and bandwidth will be increasingly used to facilitate the
exchange of information, both in the office and outside.
A particular application of webcams might be motion
tracking in order to provide more natural interfaces to
complex software systems.

Data analysis will require techniques to operate simultaneously in both space and time. To support very large
spatio-temporal data sets will require several machines
with very large quantities of shared memory. NCSA
(UIUC) is currently procuring a machine with 3 terabytes of shared memory and 370 terabytes of fast disk as
an experimental test bed for data analysis of extremely
large data sets. One of the novel characteristics of this
architecture is the ability to load a terabyte of data into
memory within one to two minutes. We anticipate the
need for a few large machines of this type to experiment
with a range of new algorithms that cannot currently
be considered. Examples include interactive navigation
through time-dependent data and correlation analysis
in space and time. A standard interface to this machine
would make it available to the community on an “as
needed” basis for edge-of-the-envelope algorithmic de-

Rapid development in large-scale numerical simulation
of global geodynamic processes over the past decade, for
example, mantle convection (Figures 32 and 33) and geodynamo simulation, has advanced our knowledge greatly
in understanding the qualitative behaviors of geodynamic processes at the Earth’s surface and in the Earth’s deep
interior. Large-scale simulations describing the physics
of earthquakes are also underway. For example, Figure
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Figure 32. Temperature
field from the numerical
simulation of mantle convection between two plates
at Ra=108. The top plate is
maintained at a fixed low
temperature, the bottom
plate at a fixed high temperature. The blue and red isosurfaces display downwelling of
cold fluid and upwelling of
hot fluid, respectively. Data
Courtesy Fabien W. Dubuffet.
For more details, see Erlebacher et al. (2002).

Figure 33. Interior structure
of Venus-like planet after 4.5
Gyr. (a), (d), (g) Temperature
field, from low (blue) to high
(red). (b), (e), (h) Composition field from harzburgite
(blue) to basalt (red). (c), (f),
(i) 36Ar concentration from
low (blue) to high (red). Reprinted from Xie and Tackley
(2004), copyright 2004, with
permission from Elsevier.
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34 shows four frames from a movie illustrating the time
evolution of the divergence of the velocity field associated
with a deep earthquake in Bolivia that occurred in 1994.
The image illustrates, quite nicely, compressible waves.
The capability to interact with 4-D data will provide new
insights into fundamental physical processes. These and
other advances have laid a solid foundation for quantitative application of the theoretical models to interpret,
hindcast, and predict various geophysical processes.

This new research field brings several challenges to the
solid Earth scientists, such as (1) developing common
data formats to accommodate heterogeneous data (in
disciplines, representations, and sources), (2) creating
interactive web-based services for remote analysis and
education, and (3) creating higher demand for hardware
and software products. The latter is particularly significant, as indicated by Table 5.

Figure 34. Four snapshots of a
3-D simulation for the June 9,
1994 deep Bolivia earthquake
showing the divergence of the
velocity field, which highlights
the compressional waves.
Figure courtesy of P. van Keken
and N. Schwarz.

69

Grid Computing and Networks
5. Solid Earth research is intrinsically international in
scope for its data, collaborating scientists, and major
phenomena. One needs to support, worldwide, thousands of major data repositories that include both archival information and real-time streams. In addition
to managing the sharing of international resources,
grids enable collaborative, interactive research among
small working groups in distributed locations that
typify productive scientific research (Fox, 2004).

Grids refer to the infrastructure used to support distributed, large-scale systems (so-called “Internet-scale
distributed services”) (Foster and Kesselman, 1999;
Berman et al., 2003; Fox and Walker, 2003). Typically,
grids consists of four components: (1) computational
power, (2) data resources, (3) people, and (4) highcapacity networks to link these together internationally. Grids are the technology used to implement
the cyberinfrastructure and e-Science (http://www.
escience-grid.org.uk) described in an important recent report (NSF Blue Ribbon Advisory Panel on
Cyberinfrastructure, 2003). We have identified the following five key problems in solid Earth research that
grids and cyberinfrastructure can address:

These five uses of grids in Earth science cover three
broad areas—sharing distributed computing resources,
sharing data resources, and supporting the virtual organization that is formed by international solid Earth research. Grids have been aggressively pursued worldwide
with hundreds of major projects and very significant efforts in Asia/Pacific and Europe, as well as in the United
States. The Global Grid Forum (http://www.gridforum.
org) meets worldwide three times a year with over 500
attendees and is developing the core best practice and
interoperability standards needed to enable grids that
can work effectively across administrative and national
boundaries. All the major computing vendors have set
up grid initiatives and their commercial importance is
illustrated by the establishment of the Enterprise Grid
Alliance (http://www.gridalliance.org/en/index.asp)
with over 20 initial corporate members. Several small
companies focused on grids have also been started, such
as Avaki Grid Computing Corporation (http://www.
avaki.com), DataSynapse Grid Computing Corporation (http://www.datasynapse.com), GridSystems Grid
Computing Corporation (http://www.gridsystems.
com), and United Devices Grid Computing Corporation (http://www.ud.com/home.htm). Commercial use
of grids initially focused on compute grids (often called
crunch grids) that allow on-demand computations such
as those for portfolio modeling in the financial sector.
These on-demand grids either use dedicated resources as

1. The limit to the utility of the existing supercomputing resources is often not raw power but, rather, the
ease of interaction between analyst and models. Long
queuing delays at national centers often dilute the value of the cycles they provide. Many Earth-modeling
problems would be better served by ready, interactive
access to medium-scale supercomputing power (200
to 1000 processors).
2. Large volumes of data and results can arise from
model simulations. These results present challenges
in analysis, visualization, curation, and data transfer.
Within a few years, data from space and in situ sensors
will pose similar challenges.
3. Input data sets, especially geologic constraints, for
solid Earth modeling are often difficult to represent
and access digitally.
4. A large portion of the data already acquired is not accessible on the web or in any machine-readable form.
Much of the data that can be found on the web does
not conform to accepted standards and formats for
metadata or the measurements themselves and are not
readily convertible to new storage technologies. That
is, the archives are not inherently persistent.
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scale data assimilation grid that links both large parallel
machines and data resources.

discussed below in NSEGS or harness “spare cycles” from
unused computers in the enterprise. One expects this
type of use to grow in volume and more-sophisticated
grids supporting distributed business operations (virtual
organizations) to emerge.

Several projects are looking at grids and related computational issues in solid Earth science. These include:
• QuakeSim (http://quakesim.jpl.nasa.gov) and Solid
Earth Research Virtual Observatory SERVOGrid led
by NASA JPL (http://www.servogrid.org)
• GEON: Cyberinfrastructure for the Geosciences in a
large collaboration led by SDSC San Diego Supercomputer Center (http://www.geongrid.org)
• NERC DataGrid: Natural Environment Research
Council and UK e-Science program (UKeS-A)
(http://ndg.badc.rl.ac.uk)
• Earth Systems Grid in DOE (https://www.earthsystemgrid.org)
• e-minerals in UK e-Science program (http://grid.ucl.
ac.uk/eMinerals.html)
• CME: Community Modeling Environment from
SCEC, the Southern California Earthquake Consortium (http://epicenter.usc.edu/cmeportal)
• ESMF: Earth System Modeling Framework (NASA)
(http://ct.gsfc.nasa.gov/esmf_tasc)
• CIG: Computational Infrastructure for Geodynamics
led by Caltech (http://www.geodynamics.org)
• GeoFramework project from CACR Caltech and
VPAC Australia (http://www.geoframework.org)
• Sky Server (http://skyserver.sdss.org/dr2/en) illustrates grid observational data resource

National-scale grid computing, with the robust data and
interoperability standards and versatile grid services,
offers an attractive model for a wide variety of Earth science research problems. Large anticipated data sets (e.g.,
InSAR, seismic, GPS) are important challenges that can
only be addressed with grids. The remainder of this section reviews the current state of grid technology in the
solid Earth science and offers recommendations for action by the solid Earth science community to exploit this
powerful new technology.

Grids in Earth Science
Grand challenge geophysical and geologic problems are
decomposable into individual components. At present,
expertise lies in the individual components. Multidisciplinary integration of the individual models and data
types will enable system-level science and a greater
understanding of geophysical phenomena. Web (grid)
service technology enables both the integration of multidisciplinary simulations and the assimilation of multiple
distributed data sources (a typical data grid problem)
into a new generation of parallel, high-performance
computing software. Geophysical problems differ from
current data grid activities (European DataGrid EDG,
http://eu-datagrid.web.cern.ch/eu-datagrid). The computational problems in particle physics (http://www.
ppdg.net) and astronomy (iVOA, http://www.ivoa.net;
NVO, http://www.us-vo.org) are pleasingly parallel, but
geophysical problems require large-scale, tightly coupled
parallel codes. Geophysics requires a real-time, large-

Geophysical Data and the Grid
Geophysical and geological data are heterogeneous and
widely distributed in nature. Approximately 1% of geologic data is digital and about 10% of that is online, so
only 0.1% of geologic data is online. Fifty percent of all
paleoseismology studies are from southern California,
25% from northern California, and 25% from rest of
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One often considers that work on high-performance,
parallel algorithms is mature, but we expect that the
“data deluge” in Earth and other sciences will require
new algorithms to drive both data assimilations and
meaningful simulations in multi-scale problems where
there are often no reliable equations at many scales. One
expects important synergies between data mining and
the simulation techniques of the future. Cellular Automata (CA), Potts Models, and Neural Networks that are
“fundamental equation-free” approaches, deserve more
attention in data-rich assimilations. One must investigate areas such as Uncertainty Analysis—everything
(equations, model, and data) is uncertain!

world. Forty percent of the global data, most of which
is from southern California, is online but is not easily
accessible. Paleoseismologists want event chronologies,
which are not online at all.
The last five years has seen unprecedented growth in the
amount and quality of geophysical data being collected
with broadband seismometers from networks such as
TriNet and the GSN (Global Seismic Network). In addition, GPS networks, such as SCIGN, contribute 250
MB/day of raw data. A proposed InSAR mission, a component of EarthScope, would contribute 200 GB/day
of data. The Southern California Earthquake Center
(http://www.scec.org) is developing modern database
structures to make real-time seismic data readily available for use in simulations and in the development of
modern forecasting technologies.

Grid Recommendations
Continue and Reinforce Research and Production
Grids in Solid Earth Science

Grids will provide a convenient service-based interface
to these data and enable multi-data type science research
analogous to the multi-wavelength integration and comparison enabled by the astronomical virtual observatory. Substantial effort will be needed to develop data
standards that span different observation sets and use of
cross-cutting standards such as OGC GIS (Geographical
Information Systems). Web services (http://ip.opengis.
org/ows2) and GML (Geography Markup Language) will
be essential. In building solid Earth grid/computational
infrastructure, one must fund all aspects of it. Sensors,
computers, data repositories, networks, software, visualization and scientists are all needed and all must be integrated. Data curation (http://www.dpconline.org/graphics/events/digitalarchives.html) (management of quality
and features of data) and provenance (“lineage” of data
including its producers and filtering) (The myGrid Provenance Service, http://mygrid.man.ac.uk/myGrid/web/
components/ProvenanceData) must be supported.

We need to continue and follow up the work by SCEC
CME, SERVOGrid, GEON, and DOE Earth Systems
Grid. This includes activities in federation and integration of data, metadata standards and tools, and the migration of major codes to the service architecture with
workflow (Grid Workflow Workshop at Global Grid
Forum GGF10 meeting at Berlin, March 2004) to coordinate complex applications.
We see many models of data analysis and curation: mission-specific centers such as IRIS, general collocated centers, and “virtual centers.” Some centers will be focused
on specific data sets and others will have a more general
focus. In particular, we recommend a National Geologic
Virtual Observatory as part of the Solid Earth Research
Virtual Observatory (SERVO). This observatory would
federate and curate geologic data (for further discussion
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One “low-hanging fruit” is a GIS grid consisting of opensource grid services with OGC-compatible interfaces
(Open Geospatial Consortium Web Services Initiative
[OGCWS], http://ip.opengis.org/ows2) and supported
by a rich set of map data. This GIS grid would support
extensions in terms of overlays (coverage) and features.
These grid services must be designed to efficiently support high-performance parallel simulations and visualizations. We recommend funding the approximately 5
to 10 FTE years it needs to develop an open-source GIS
grid. We see this as a modest investment with high return on investment.

see http://www.dpconline.org/graphics/events/digitalarchives.html). It could consist of multiple, disciplinespecific observatories.

Infrastructure for Production Virtual
Observatories
Data and processing centers are needed for solid Earth
science. The grid technology for this will support international collaborations (International Solid Earth Research Virtual Observatory [iSERVO], http://servo.jpl.
nasa.gov), integration of computing with distributed data
repositories and real-time sensors, web services from a
variety of fields (e.g., map services from openGIS), seamless access to multiple networked compute resources including computational steering, and, finally, the software
infrastructure for Problem Solving Environments (PSE).
Modern PSE grid architectures are built around portals
(Fox et al., 2003) where the NSF Middleware Initiative
(http://www.nsf-middleware.org) is playing a major role
through the Open Grid Computing Environments collaboration (http://www.ogce.org). Much of this technology will be developed for general grids but customization
for particular virtual observatories will be essential and
should be funded.

A central goal of cyberinfrastructure is to foster interaction within the scientific community. In solid Earth
science, a key component of broadening community
interaction is to invest in bringing the digital revolution
to the wider geological community. Developing tools to
represent geologic, geochemical, and other Earth-spatial
data within a geographic information framework and
exposing these data to the community should be central
to grid computing for solid Earth research. We can summarize some of our key recommendations to exploit the
grid into the following ways.
1. Develop existing open-source grid tools for GIS
to the point where theses are useful to the research
community.
2. Develop tools to expose GIS data (both observational
and model results) to the web and clients that enable
visualization of this data.
3. Support outreach efforts to educate the community
to use these tools to manage their own data sets and
expose data to the grid.
4. Develop a virtual Earth observatory within the grid
to manage data access across the grid and curate metadata.

We expect data curation to grow in importance and require substantial people investment. This suggests a data
management model with similarities to that in bioinformatics. In the data area, capturing and putting data online
is a highest priority; agreement on metadata, and evaluation of the quality of data is also important. Tools are
needed to allow researchers to upload data onto the web
and into the services architecture. We also require tools
for looking at the data, including metadata, automated
data analysis tools, data mining, and pattern recognition.

73

Taking the grid approach implies the development of
several software tools and an infrastructure to allow
easy development of the metadata needed to build the
Semantic Grid environment (http://www.semanticgrid.
org). This environment will provide the intelligent “semantic grease” that will enable seamless linking of users
and web services together. Wizards will be needed to
web (grid)-enable individual resources—data, computers, and programs. The tools needed to support provenance metadata (http://mygrid.man.ac.uk/myGrid/
web/components/ProvenanceData) that will link simulation results, original data, codes, and users so that the
origin of information can be tracked as it is exchanged
and re-used in an international grid. We need database
tools that enable access to heterogeneous distributed
data through cooperative federated databases.

Create National Solid Earth Grid Service (NSEGS)
A large number of Earth science problems require ready
access to medium-scale supercomputing power (200 to
1000 processors). The limit to the utility of the existing
supercomputing resources is not necessarily raw power,
but rather the interaction between the researcher and
the modeling process. Multi-week wait times to use
existing computer resources are unacceptable, leading
researchers to reduce the scale of their experiments to fit
on a small, in-house cluster. Researchers want to be able
to make many runs on a powerful machine.
Both the more general and powerful TeraGrid in the
United States and the new National Grid Service (NGS)
in the United Kingdom with four modest clusters are
models for a grid of clusters. We recommend 10 to 15
approximately 500-processor clusters dedicated to solid
Earth science that are linked with good intercluster
networking and good networking to major data centers.
These clusters should support a peer-to-peer mode for
storing and managing data. Each cluster would dominantly support a large university group or a regional cluster of smaller groups. A few clusters should have a data
focus. Each cluster should have a tight focus and management plan to minimize life-cycle costs.

Networked Resources
The Report from the Earth Science Enterprise Computational Technology Requirements Workshop (2002) calls for
a five-tier system, introduced originally for particle physics grids. Tier 0 resources are the major sources of data;
Tier 1 resources as the national data analysis and simulation centers; Tier 2 or regional centers are illustrated by
NSEGS discussed above; Tier 3 and 4 are the users and
local resources. One needs to ensure adequate networking among the Tiers varying from Terabit at Tiers 0-2 to
10 gigabit at Tier 4. We need to use requirements analysis
to derive more quantitative systems architectures that
may share resources with other fields such as particle
physics (http://www.ppdg.net).

Software Tools
Grids imply the coupling of distributed data sources,
applications, and hardware resources through an XMLbased web services framework. Users access the services
(and thus distributed resources) through web-browserbased Portal and Problem Solving Environment clients.
The web services approach defines standard, programming-language-independent application programming
interfaces, so non-browser client applications may also
be built.

We recommend the provision of “grid service computer
pools” to do the filtering of the large data sets (downsampling or subsetting, compression, transformations,
selection). Typically these would be at Tier 1 centers.
Note cluster architectures emphasize interconnection
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and Finley from the University of Queensland in Australia. SERVOGrid is built as a grid of grids with component grids supporting data, job execution, visualization,
and GIS. A data-transport layer supports fault-tolerant,
high-performance streaming compatible with web service
standards such as SOAP and reliable messaging. The
OGC (Open Geospatial Consortium) web feature and
Map services have been prototyped and will be extended
to a full GIS grid. An ontology layer allows intelligent
link of services with a Semantic Grid architecture.

among processors—grid service pools on the other hand
emphasize the connections of each node to the backbone
network. Grid service pools show that data are as important as simulations or that networks are as important as
computer CPUs. Research is needed on appropriate location and sizing of filtering and data-mining computers.
The architecture should exploit and drive the growth of
high-speed networking on local, national, and international scales.

Invest in Outreach and Education
We have used the OGCE (Open Grid Computing Environment) collaboration approach to build portlet-based
user interfaces integrating grid services from several different sources.

Many of the technologies used in grids are very new and
still evolving. Substantial investment is needed to reach
out to and educate students, senior scientists, and decision-makers.

Web service systems have an important design feature:
services are decoupled from the user interface components. This enables us to build (in principle) a number
of different user environments that can interact with
the same remote service, including command line shells,
graphical desktops, and web portals. Browser-based computing portals are typical of this sort of user interface
and have been the subject of research and development
work for a number of years. Currently, this field is undergoing a revolution as component-based portal systems
are being widely adopted. Standard portlet component
programming interfaces are now being used by both corporate and open-source developers.

SERVO Earthquake Science Grid
As an example of a grid pilot project we consider the SERVOGrid (http://www.servogrid.org), which is a project
led by the Jet Propulsion Laboratory and involves Brown
University, Indiana University, UC Davis, UC Irvine, and
the University of Southern California. It is a prototype
for a future international project iSERVO—the International Solid Earth Research Virtual Observatory—linking
Australia, China, Japan, and the United States.
The architecture of SERVOGrid is shown in Figure 35
and it is built in terms of the web service grid architecture described in Atkinson et al. (2004). SERVOGrid
offers services that support simulation codes wrapped
as services, job submission and monitoring, file management, workflow (or the composition of multiple services),
databases, and GML-based observations. Initial application codes wrapped as services include mesh generation,
data mining, and a variety of simulation codes, including
Virtual California from UC Davis, GEOFEST from JPL,

This portlet approach enables reusability of components:
portals may be built out of standard parts that aggregate
content and functionality from many different sources.
Figure 36 shows a portlet-based browser portal system.
Portlets developed for SERVOGrid (job submit on left
and job monitor on upper right) are combined with a
generic gridFTP portlet contributed from the OGCE
Collaboratory. The left menu bar shows several more
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Figure 35. SERVOGrid is built using component-based portals and web services. This
figure shows a job submission and management service linked to data service (fault data
base Quaketables) and a visualization service.
The user interfaces to this set of grid services is
provided by an aggregation portal whose portlet architecture supports a component model
of user interfaces illustrated in Figure 36.

OGCE portlets for grid and collaboration tasks. The
portlet and modular web service grid architecture allows
SERVOGrid to be configured to support education, research, or emergency planning and response.
The iSERVO extension raises important issues for security and access control and will require international
agreement in areas such as the needed services and their
interfaces and granularity. Although the SERVOGrid
architecture is very general, we will initially customize
the portal and services to a beginning set of motivating
important applications.
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Figure 36. A typical earthquake science portal based on the OGCE (Open Grid Computing Environment) technology. The portal offers a
component-based user interface made up by aggregating document fragments produced by the different grid services used by application.
These different document fragments are either different panes on the page or accessed from buttons or tabs on the side or top of portal
interface. The user and grid administrator has an administrative interface to choose layout. This picture shows three selected panes corresponding to defining a simulation project (left), monitoring a job (top right), and file transfer (bottom right).
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Education
Visualization has special demands on computational
geoscientist. The fast-paced evolution of graphics hardware demands a new generation of students versed in the
low-level programming of modern graphics cards, which
offer an almost unlimited lease on creativity. The courses
will be dynamic, reflecting the latest trends and combine class hours with hands-on experience. This type of
curriculum should extend to all areas that hinge on the
intersections of scientific visualization, data analysis, and
numerical simulation of geophysical processes.

Resources should be devoted to education and training
in computational geosciences. Students in Earth science
are not be obtaining the necessary training appropriate
to the 21st century, where all research will have a significant computational component. Training must be deep
enough so that codes are not simply black boxes, but are
truly understood. Without understanding, ultimately,
computation will not advance. Students must become
comfortable in the parallel, distributed, computational
world. This training can be promoted through workshops and summer schools. A series of NSF computational fellowships is also needed to encourage and support graduate students to learn how to develop and use
large parallel computers to do state-of-the-art computational research.
Enhancement in education is needed in all aspects of
computational Earth science. To store, analyze, and visualize the large data sets that are expected to emerge in
the geosciences over the next ten years will necessitate
an active education program that encompasses the fields
of computer science, mathematics, and geosciences.
Rather than develop scientists specialized in increasingly
focused areas, it is more than ever imperative to train a
new generation of students to be equally conversant in
the algorithms of data mining, feature extraction, visualization, data storage, and network communication, together with sufficient knowledge in the geosciences. This
knowledge will facilitate interactions with the specialists
in both the geosciences and in computer science. To this
end, we suggest the generation of a new breed of courseware where the emphasis is both on theory and on direct
application of information technology (frameworks, algorithms) to the geosciences.
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Recommendations and Summary
Computational solid Earth science is a dynamic field that
is rapidly outgrowing available computational resources
in the United States. This field will grow in terms of
number of practitioners due to greater availability of
user-friendly codes and web services. It will also grow in
terms of importance as studies that now seem self-contained without a computational component will require
heavy computation for analysis and modeling. We recommend a three-tier solution. The time scale for implementing these recommendations is five to ten years, but
immediate plans and budgeting are needed so that we do
not fall further behind.

3. Increase funding by a factor of 5 to 10 from NSF EAR
per year for research group and departmental clusters
to $1.5M-$3M. This is crucial for (1) education and

training, (2) code development and (3) efficient production runs for suitable problems.
4. Change policies at the existing national centers. We

suggest (1) dedicated processor queues be available
on request to users with large allocations. The process
should ensure that users with large allocations are
actually able to use their allocations if they spread
their computing uniformly throughout the year. (2)
A uniform proposal process, preferably tied to NSF
grants, for example, as an attachment to NSF proposals through fastlane. These changes could apply to all
users, not just computational solid Earth science.

1. Build a national facility that is second to none for computational Earth science. This should not be a one-

time purchase, but it should grow with time; a plan is
needed to keep this center on the forefront of computation. This facility should be run with usage policies
that reserve it for true grand challenge problems that
can utilize a large fraction of the machine. Some time
should be reserved for full machine jobs that would allow true ground breaking research that could be done
in no other way and no where else. The proposal process should be coupled with the normal NSF proposal
process.

5. Increase funding for education and training in computational Earth science. Computational Earth science

is now largely centered in national laboratories and
non-Earth science departments. However, twentyfirst century science will be largely distinguished by
tremendous growth of computation as the third leg
of science, along with experiments and observations.
A priority should be given to student, postdoc, and
researcher funding in computational Earth sciences.
Special competitive fellowships in computational
Earth sciences should be considered.

2. Fund ten regional computation, data storage, and visualization clusters as platforms for web services. These

machines for example would serve as platforms for the
codes and libraries developed under programs such
as CIG, which do not have a hardware component.
These machines should be on a fast network, and configured with grid services. This tier would also serve
as general purpose mid-range compute platforms for
jobs too large for available local resources, and would
include the existing NSF centers.
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Appendix 1: Survey of Current Computer
Usage in Earth Sciences
Introduction

All U.S. respondents by Position:
Senior: 55
Post-Doc: 8
Students: 10

To gauge the current state of computation in Earth sciences, and in particular, solid Earth science, a survey on
was distributed to the community through http://www.
ldeo.columbia.edu/~mspieg/CGIW2004. Here we summarize the principal results as of 26 October 2004.

All U.S. Respondents by Primary Subject Field
Solid Earth: 55
Fluid Earth: 14
Bio: 1
Non-specified 2

Respondent Proﬁles
Total Respondents: 86
U.S. Respondents: 73
Non-U.S. 13 (6 Mexico, 2 Australia, 1 Canada, 1 Luxembourg, 1 France, 1 Russia, 1 Brazil)

Disciplinary Balance
Table A-1 shows the primary field for U.S. respondents
in solid Earth science using the AGU field classes. Seismology and tectonophysics together account for ~60% of
respondents.

Results from non-U.S. participants were not felt to be
significantly representative of non-U.S. computing practices. We therefore concentrate on the U.S. participants
and in particular those in solid Earth sciences.

Overall Computational Use
Users were asked to describe their current scientific
computation needs/workloads in one of five categories.
1. Light: (single/dual processor desktop, general computation plus e.g. matlab)
2. Intermediate Serial: (e.g., ensemble serial jobs on local
cluster)
3. Intermediate Parallel: (e.g., ensemble small parallel
jobs [4-16 procs])
4. Heavy: (ensemble 32+ proc jobs, local or external machines)
5. Teraflopper: (100-1000s processors scalable parallel)

Table A-1. Disciplinary balance for U.S. solid Earth respondents

Discipline

Number

Seismology (S)

17

Tectonophysics (T)

16

Volcanology Geochemistry and Petrology (V)

5

Mineral and Rock Physics (MRP)

5

Geomagnetism and Paleomagnetism (GP)

3

Marine Geology and Geophysics (OG)

3

Geodesy (G)

2

Study of the Earth’s Deep Interior (SEDI)

2

Nonlinear Geophysics (NG)

1

Planetary Sciences (P)

1

Figure A-1 shows the breakdown by percent of users in
solid Earth science. Although 30% of respondents considered themselves light users, there is a broad distribution of users reasonably distributed across the categories.
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Figure A-1. Percentage of users in each
usage class for the U.S. solid Earth respondents.

Distributions of Available Machines

To quantify these classes in terms of available computational resources, we consider the number of processors
available to users in each class as a crude proxy for overall resources (Figures A-2 to A-4). Figure A-2 shows the
total number of processors available to all users in each
class as well as the mean and median number of processors per user. These numbers scale roughly logarithmically; however, they obscure the wide range of machines
available to each class of user as well as how much these
machines are actually used. Figure A-3 shows the distribution of total processors available to each user, while
Figure A-4 shows the “total effective processors” available
to each user. The latter is simply the number of processors in each machine weighted by the reported usage of
the machine (e.g., if a user has access to a 10,000 processor machine but doesn’t use it, these processors do not
count in the total effective processors). The distributions
for Figures A-3 and A-4 scale similarly.

Users were asked to describe up to eight machines available to them in six classes.
1. Laptop
2. Desktop/Workstation
3. Small Cluster (~8-16 processors)
4. Intermediate Cluster (~16-256 processors)
5. Large Cluster (> 256 processors)
6. Other Supercomputer
Figures A-5 and A-6 show the distribution of machines
available to U.S. solid Earth respondents. Again, there is
a complete distribution of machines from single processor laptops and dual desktops through to some of the
largest machines available today. However, the bulk of
users appear to be doing most of their computing on
intermediate to large clusters. Neglecting laptops and
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Figure A-2. Aggregate processors
available to users in each self-described user class. These numbers
provide a quantitative proxy for
available computational resources.
“Intermediate Serial” to “Heavy Users” are principally using intermediate to large clusters (principally
Linux/Unix) ranging from ~32-500
processors.

Figure A-3. The distribution of
total processors available to each
user (i.e., the sum of processors
over all machines reported by a
user) within each of the five selfreported user classes. Although
each class shows several orders of
magnitude range and considerable overlap among classes, there
is an overall logarithmic increase
in available processors with each
class.

89

Figure A-4. Distribution of available
processors/user within each usage
class. These numbers are weighted
by relative usage of each machine
(but the overall distributions are
similar to total processors).

Figure A-5. Distribution of all machines available to U.S. solid Earth
respondents. Blue bars show the
number of available machines in
each class, while the red and white
bars show the total number of
processors and median processors
per machine respectively. Beyond
laptops and desktops, which are
available to nearly all respondents,
the dominant machine type used
is intermediate clusters (with ~64
processors/machine), which have
nearly as many total processors as
large university-scale clusters (although a few big machines dominate the total processor count).
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Figure A-6. Distribution of processors/machine by machine class.
Again, there is a wide range of
available machines within each
class.

On a scale of 1-5, how would you characterize the major
scientific codes you use?
where
1=you write and run primarily your own codes
5= you mainly use other peoples codes (commercial
modeling packages/open source/community models
etc.)

desktops, which are available to all users, the intermediate and large clusters account for 78% of all available
high-performance machines and 26% of available processors. Moreover, 62% of all respondents have access to
intermediate or large clusters (which includes all seven
users with access to the largest machines, i.e., “Other
Supercomputers”). Not terribly surprising, but this finding suggests that clustered computing is currently the
dominant mode of high-performance computing in solid
Earth science.

Figure A-7 shows several histograms with different weightings that suggest that, on the whole, major
computation in solid Earth science, like many fields, is
dominated by research codes where the principal user
is the code’s author. When all users are considered, 38%
write and run their own codes with another 31% evenly
divided. If the same question is weighted by the heaviest users (i.e., we calculate the percentage of processors,
or effective processors dedicated to each coding style)
then up to 73% of all effective processors are dedicated
to single “owner-operator” (hero) codes. We were hoping

How We Compute: Software Usage
Beyond the actual hardware used in solid Earth science,
it is important to understand the distribution of major
scientific codes that we use as well as the style of software
development in use today that can take advantage of
available hardware. Perhaps the most important question
on the survey was:
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Figure A-7. Histograms showing
the distribution of code usage
from “owner operated” codes to
3rd party codes. Blue histograms
show distribution of code usage
for all U.S. solid Earth users (from
“Light” users to “Teraflopper”). The
red and white histograms attempt
to weight the codes by overall
computation. The red histogram
calculates the percentage of total
processors dedicated to each type
of code, while the white histogram
uses “effective processors” (to
screen out large but unused machines). In both cases, however, the
overwhelmingly largest number
of processors is used on private
research codes, principally run by
the codes authors.

Figure A-8. Distribution of programming languages used by
all U.S. solid Earth respondents
and for the top 18 heaviest users
(which is similar). For the most
part, the principal codes are
dominated by f77/f90, C, with
lesser amounts of C++ and other
languages. A large number of users, however, also use commercial
packages such as Matlab (presumably for analysis, post-processing
etc., rather than large-scale codes).
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to contrast this distribution to other disciplines such as
ocean-atmosphere dynamics, however, the response from
these fields is probably not representative.

where
1=you are deeply dissatisfied and seek significantly
more resources
5= you are completely copacetic (happy with what
you’re doing now)

Figure A-8 shows the distribution of languages in use in
solid Earth science and show a standard profile of predominantly f77/f90 and C along with higher-level languages such as Matlab (presumably for post-processing,
analysis, graphics, etc.).

Figure A-9 shows the distribution of responses for all
U.S. solid Earth respondents, as well as their response
weighted by the number of processors they use (as in
Figure A-7). When taken together, the distribution is
reasonably distributed around moderately happy, however, when usage is taken into account, it becomes more
bimodal with the heaviest users showing significant dissatisfaction with currently available resources while the
lighter users are reasonably happy.

Happiness
Respondents were also asked:
On a scale of 1-5 how would you characterize how well
you feel your current resources satisfy your scientific
needs?

Figure A-9. Distribution of user
satisfaction with current resources.
Weighting of histograms is the
same as in Figure A-7. Blue histogram is distribution of all users
which shows a reasonably normal
distribution. The red histogram,
weights users by the number of
total processors available, while
the white histogram is weighted
by “effective available processors.”
When overall usage is taken into
account, the heaviest users show
more dissatisfaction with available
resources although there is still a
significant fraction of people who
are reasonably content.
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Appendix 2: Acronyms
ACES ................ APEC (Asia Pacific Economic Cooperation) Cooperation for Earthquake Simulation
AIM .................. Atoms in Molecules
ANL .................. Argonne National Laboratory
ASC ................... Advanced Simulation and Computing
BCC .................. Body-centered cubic
CACR ............... Center for Advanced Computing Research, California Institute of Technology
CAMR ............. Continuous adaptive mesh refinement
CFD................... Computational fluid dynamics
CFF .................... Coulomb failure function
CI ....................... Cyberinfrastructure
CIDER ............. Cooperative Institute for Deep Earth Research
CIG ................... Computational Infrastructure for Geodynamics
CMB ................. Core-Mantle Boundary
CME ................. Community Modeling Environment
CPU .................. Central processing unit
CSAR ................ UK national HPC service
CVM ................ Community Velocity Model
DANSE ............ Data analysis for neutron scattering experiments
DFT................... Density functional theory
DMC................. Diffusion Monte Carlo
DMFT .............. Dynamical mean field theory
DOE .................. Department of Energy
DOS .................. Density of states
DS ...................... DataSynapse
EAR ................... Division of Earth Sciences, National Science Foundation
EC ...................... Executive Committee
EGA .................. Enterprise Grid Alliance
ELF .................... Electron localization function
ES ....................... Earth Science
ESMF ................ Earth System Modeling Facility at University of California, Irvine
FTE.................... Full time equivalent
GEON .............. The Geosciences Network
GGA ................. Generalized gradient approximation
GGF-A ............. Global Grid Forum
GIS..................... Geographical Information Systems
GML ................. Geography Markup Language
GPS.................... Global Positioning System
GRIST .............. Grid services for astronomy
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GS ...................... GridSystems
GSN .................. Global Seismic Network
HCP .................. Hexagonal closest packed
HDF .................. Hierarchical Data Format
HERTZ ............ Halorespiration enhanced redox transition zone
HLRN............... North German cooperation for high-performance computing
HPC .................. High-performance computing
ICB .................... Inner core boundary
InSAR ............... Interferometric Synthetic Aperture Radar
IRIS ................... Incorporated Research Institutions for Seismology
ISICs ................. Integrated Software Infrastructure Centers
JAMSTEC ...... Japan Agency for Marine-Earth Science and Technology
JPL ..................... Jet Propulsion Laboratory
LAPW .............. Linearized augmented plane wave
LDA .................. Local density approximation
LDEC ................ Livermore Distinct Element Code
LLNL ................ Lawrence Livermore National Laboratory
LMTO.............. Linear-Muffin-Tin-Orbital
MCR ................. Multiprogrammatic Capability Resource supercomputer at Lawrence Livermore National Laboratory
MD .................... Molecular dynamics
MPI ................... Message passing interface
MSCF ............... Molecular Science Computing Facility
NASA ............... National Aeronautics and Space Administration
NCSA ............... National Center for Supercomputing Applications
NGS .................. National Grid Service (of the United Kingdom)
NMI .................. NSF Middleware Initiative
NPACI ............. National Partnership for Advanced Computational Infrastructure
NSEGS ............. National Solid Earth Grid Service
NSF.................... National Science Foundation
NVO ................. National Virtual Observatory
OGC ................. Open Geospatial Consortium
OGCE .............. Open Grid Computing Environments
OGCWS.......... OpenGIS Consortium Web Services
QMC ................ Quantum Monte Carlo
PACI ................. Partnerships for Advanced Computational Infrastructure
PCE ................... tetrachloroethylene
PDE ................... Partial differential equation
P.I. ...................... Principal Investigator

95

PPDG ............... Particle Physics Data Grid
PREEM ............ Preliminary Reference Earth Model
PSC .................... Pittsburgh Supercomputer Center
PSE .................... Problem Solving Environments
SC....................... Standing Committee
SCEC ................ Southern California Earthquake Center
SciDAC ............ Scientific Discovery through Advanced Computing
SCIGN ............. Southern California Integrated GPS Network
SDSC ................ San Diego Supercomputer Center
SDT ................... Software Development Team
SERVO ............. Solid Earth Research Virtual Observatory
SG ...................... Semantic Grid
TCE ................... trichloroethylene
TOPS ................ Terascale Optimal PDE Solvers group
TPW ................. True polar wander
TSTT ................ Terascale Simulation Tools and Technology center
UD ..................... United Devices
UIUC ............... University of Illinois at Urbana-Champaign
UTIG ............... University of Texas Institute for Geophysics
VPAC ............... Victorian Partnership for Advanced Computing
VPN .................. Virtual private network
XML ................. Extensible Markup Language
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